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MESSAGE FROM ASIA GENERAL CHAIR 
 

Welcome to the 16th Annual Symposium on Information Assurance (ASIA’21)! This event complements the 
NYS Cyber Security Conference as its academic track with a goal of increasing interaction among practitioners 
and researchers to foster infusion of academic research into practice. For the last several years, ASIA has been 
a great success with excellent papers and participation from academia, industry, government, and well-attended 
sessions. We have excellent papers and very accomplished speakers in the program. 

I would like to thank the talented technical program committee that has supported the review process for ASIA. 
In most cases, the papers were assigned to at least three reviewers who were either members of the program 
committee or experts in the field. We ensured that there was no conflict of interest during the review and selection 
process. Our goal is to keep the quality of submissions high as the symposium continues to mature. There were 
multiple levels of quality control – first with the reviewers, then with the program chairs, and then with the 
general chair. The committee serves a critical role in the success of the symposium and we are thankful for the 
participation of each member of the committee. 

I would like to thank our Program Chairs, George Markowsky from Missouri University of Science and 
Technology, Daryl Johnson from The Rochester Institute of Technology, and Prinkle Sharma from UAlbany for 
helping guide the conference, manage the review process and setting up an excellent program for ASIA. I would 
also like to thank our proceedings chair, Dominick Foti from UAlbany, who has worked diligently on editorial 
review of the articles to ensure a high- quality standard for our proceedings. Finally, we were fortunate to have 
extremely dedicated partners in New York State Information Technology Services. Karen Sorady, our 
organization chair, represents NYITS on our board and has been instrumental in planning and supporting the 
conference and Jessica Smith has managed the logistics of the conference.  

NYS Office of Information Technology Services, the NYS Forum, and our partners in the event who have 
managed the logistics for the conference, allowing us to focus on the program management. We would like 
to thank the conference terabyte sponsor AT&T, the conference megabyte sponsors Trend Micro and 
Infoblox, and the conference kilobyte sponsor, Fortinet, for providing financial support for symposium. We 
would also like to thank the University at Albany’s School of Business and the Research Foundation for 
supporting the conference. 

Most importantly, I would like to thank the authors for taking the time to prepare high quality manuscripts and 
respecting the deadlines imposed on them, allowing us sufficient time for reviews and publication. 

I hope that you enjoy the symposium and continue to participate in the future. In each of the subsequent years, 
we plan to have different themes in security-related areas. We also plan to hold the symposium next year. If you 
would like to propose a track or partner on a future symposium, please let us know. The call for papers for next 
year’s symposium will be distributed in the fall and we hope to see you again in 2022. 

 
 
 

Sanjay Goel, ASIA General Chair 
Director of FACETS 

Professor & Chair, Information Security and Digital Forensics, School of Business 
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16th ANNUAL SYMPOSIUM ON INFORMATION ASSURANCE (ASIA ’21) 
 
 

DAY 1: Tuesday, June 8, 2021 (9:00am – 4:30pm) 

MORNING SESSION & KEYNOTE (9:00 am– 10:30am) 
 
Welcome Address: NY State ITS 
Keynote: Kevin Mandia, CEO, FireEye 
 

BREAK – Meet with Virtual Exhibitors (10:30 pm – 11:00 am) 
 

SYMPOSIUM SESSION 1: Cyber Security (11:00 am– 12:00 pm) 
Chair: George Markowsky 

 
Paper: CSEC NEXUS: Gamification of Cyber Security 
David Scudo, Daryl Johnson and Bill Stackpole, Rochester Institute of Technology 
 
Guest Talk: Cybersecurity for Connected and Autonomous Vehicles 
Prinkle Sharma, University at Albany, SUNY 
 

LUNCH– Meet with Virtual Exhibitors (12:00 pm – 12:30 pm) 

SYMPOSIUM SESSION 2: Cyber Deception (12:30 pm – 1:00 pm) 
Chair: Prinkle Sharma 

 
Paper: Categorizing & Aligning Cyber Deception Techniques with Industry Frameworks       
Jamison Scheeres and Bill Chu, UNC Charlotte 
 

SYMPOSIUM SESSION 3: Insider Threat (1:00 pm – 3:00 pm) 
Chair: Sanjay Goel 

 
Discussion: Insider Threat Discussion Panel   
Merrill Warkentin, Mississippi State University, Craig Orgeron, Amazon Web Services, Stephanie Jaros, US Department of 
Defense Personnel and Security Research Center, Karen Renaud, University of Strathclyde, Rob Gatlin, Wells Fargo and 
Steven Furnell, University of Nottingham 
 

BREAK – Meet with Virtual Exhibitors (3:00 pm – 3:30 pm) 

SYMPOSIUM SESSION 4: Cyber Security Threats and Challenges (3:30 pm – 4:30pm) 
Chair: Daryl Johnson 

 
Paper: High Level view of Cyber Security      
George Markowsky, Missouri University of Science and Technology 
 
Paper: Analysis of Data Breaches in the U.S. Healthcare Provider Sector    
In-Lee, Western Illinois University 
 

END OF DAY 1 
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16th ANNUAL SYMPOSIUM ON INFORMATION ASSURANCE (ASIA  ’21) 
 

 

DAY 2: Wednesday, June 9, 2021 (9:00am – 4:30pm) 
MORNING PLENARY SESSION & KEYNOTE (9:00 – 10:30am) 

 
Welcome Address: Dr. Sanjay Goel, University at Albany, SUNY 
Keynote: Joe Weiss, Managing Partner, Applied Control Solutions, LLC 
 

BREAK – Meet with Virtual Exhibitors (10:30 – 11:00am) 
SYMPOSIUM SESSION 5: Cyber Security Frameworks (11:00 am – 12:00 pm) 

Chair: Daryl Johnson 
 
Paper: Web-based Cybersecurity Framework Exercises 
Delbert Hart, University at Plattsburg, SUNY 
 
Paper: CoD3: A Collaborative & Distributed Framework for Defending Distributed Denial of Service (DDoS) Attack 
Ashutosh Dutta, UNC Charlotte, Ehab Al-Shaer, Carnegie Mellon University and Bei-Tseng Chu, UNC Charlotte 
 

LUNCH – Meet with Virtual Exhibitors (12:00 pm – 12:30 pm) 
SYMPOSIUM SESSION 6: Applied Cyber Security (12:30 pm – 1:30 pm) 

Chair: George Markowsky 
 
Paper: Taxonomy of Applications of Artificial Intelligence for Cyber Security Administration    
Jordan Shropshire, Madelyn Allen and Ryan Benton, University of South Alabama 
 
Paper: Leveraging Weakness in Human Vision for Printed Covert Channels 
Lukas Vacula and Daryl Johnson, Rochester Institute of Technology 
 

BREAK – Meet with Virtual Exhibitors (1:30 pm – 2:00 pm) 
SYMPOSIUM SESSION 7: Network Security (2:00 pm – 3:00pm) 

Chair: Prinkle Sharma 
 
Paper: Security in Software-Defined Networks      
Oluwatola Adeniyi, Mojisola Ayeni, Digvijay Chauhan, Ugochukwu Ezidonye, Vishwa Patel and Sergey Butakov, Concordia 
University of Edmonton                               
 
Paper: Additional Security Mechanism in Single Packet Authorization 
Sukhraj Brar and Sergey Butakov, Concordia University of Edmonton         
                       

NETWORKING BREAK – Meet with Virtual Exhibitors (3:00 pm – 3:30 pm) 
SYMPOSIUM SESSION 8:  Security Audit (3:30 pm – 4:30 pm) 

Chair: George Markowsky 
 
Paper: Audit and Assurance Program for NoSQL DMBS      
Hitesh Bhola, Kanwarpreet Brar and Sergey Butakov, Concordia University of Edmonton                               
 
Paper: IT Audit Transformation: Impact of Pandemic and Role of Fintech 
Aeshita Tewari, Sai Teja Bollina, Xiyi Zou, Gunju Lee, University at Buffalo, SUNY and Dr. Manish Gupta, M&T Bank  
 

CLOSE OF CONFERENCE 
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Beyond Ransomware - Cybersecurity is 
more than IT 

Joe Weiss 
Managing Partner, Applied Control Solutions, LLC 

 
 

 
 Control systems monitor and control all physical processes – power, 
water, transportation, manufacturing including food, agriculture, health 
care, defense, etc. Control systems consist of devices such as process 
sensors, actuators, drives, and analyzers that have NO cyber security, 
authentication, or cyber logging and are often excluded from cyber 
security activities; and network architecture including networks, 
Human Machine Interfaces (operator displays), historians, etc. that 
contain cyber security, authentication, and cyber logging. The 
personnel that are responsible for the control system devices are the 
engineers that generally have no cyber security training. The personnel 
responsible for the networks are network specialists that are trained in 
cyber security. Unfortunately, the engineers and network specialist 
often don’t interface with each other and many times don’t even get 
along. The Colonial pipeline shutdown was not a control system cyber 
incident but occurred because of the gap between IT and pipeline 
Operations. Control system cyber incidents are real. Globally, there 
have already been almost 12 million control system cyber incidents 
that have killed more than 1,500 people and caused more than 
$80Billion in direct impacts.  However, there is very little discussion 
or identification of these real incidents. Existing cyber security 
technologies and training would not have identified nor prevented 
many of these catastrophic incidents. These issues are existential as 
physics-related cyberattacks (no malware involved) can bring the grid 
down for 9-18 months. Russia, China, and Iran are aware of these 
deficiencies, and some are being exploited as we speak. For example, 
Russia has had malware in our electric grids since 2014 and the 
SolarWinds hack can affect control systems. Meanwhile China has 
built-in backdoors in large electric transformers that have been 
installed in the US bulk electric grid. Adequately understanding and 
protecting control systems is existential but missing. 
 

 
BIOGRAPHY 

 
Joseph Weiss is an industry expert on control systems and electronic security of control systems, with more than 40 years of experience 
in the energy industry. Mr. Weiss spent more than 14 years at the Electric Power Research Institute (EPRI), the first 5 years managing 
the Nuclear Instrumentation and Diagnostics Program. He was responsible for developing many utility industry security primers and 
implementation guidelines. He was also the EPRI Exploratory Research lead on instrumentation, controls, and communications. Mr. 
Weiss serves as a member of numerous organizations related to control system security. He served as the Task Force Lead for review of 
information security impacts on IEEE standards. He is also a Director on ISA’s Standards and Practices Board. He has provided oral and 
written testimony to three House subcommittees, one Senate Committee, and a formal statement for the record to another House 
Committee. He has also responded to numerous Government Accountability Office (GAO) information requests on cyber security and 
Smart Grid issues. He is also an invited speaker at many industry and vendor user group security conferences, has chaired numerous 
panel sessions on control system security, and is often quoted throughout the industry. He has published over 80 papers on 
instrumentation, controls, and diagnostics including chapters on cyber security for Electric Power Substations Engineering and Securing 
Water and Wastewater Systems. He coauthored Cyber Security Policy Guidebook and authored Protecting Industrial Control Systems 
from Electronic Threats. In February 2016, Mr. Weiss gave the keynote to the National Academy of Science, Engineering, and Medicine 
on control system cyber security. Mr. Weiss has conducted SCADA, substation, nuclear and fossil plant control system, and water 
systems vulnerability and risk assessments and conducted short courses on control system security. The risk assessments include utility-
scale solar farms and wind turbines. He has amassed a database of more than 1,300 actual control system cyber incidents. He was a 
member of Transportation Safety Board Committee on Cyber Security for Mass Transit. He was a subject matter expert to the 
International Atomic Energy Agency on nuclear plant control system cyber security. He started the annual Industrial Control System 
(ICS) Cyber Security Conference in 2002. Mr. Weiss has received numerous industry awards, including the EPRI Presidents Award 
(2002) and is an ISA Fellow, Managing Director of ISA Fossil Plant Standards, ISA Nuclear Plant Standards, ISA Industrial Automation 
and Control System Security (ISA99), a Ponemon Institute Fellow, and an IEEE Senior Member. He has been identified as a Smart Grid 
Pioneer by Smart Grid Today. He is a Voting Member of the TC65 TAG and a US Expert to TC65 WG10, Security for industrial process 
measurement and control – network and system security and IEC TC45A Nuclear Plant Cyber Security. Mr. Weiss was featured in 
Richard Clarke and RP Eddy’s book- Warning – Finding Cassandras to Stop Catastrophes. He has patents on instrumentation, control 
systems, and OT networks. He is a registered professional engineer in the State of California, a Certified Information Security Manager 
(CISM) and Certified in Risk and Information Systems Control (CRISC)
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CSEC NEXUS: Gamification of Cyber Security 
 

David Scudo, Daryl Johnson, Bill Stackpole 
Department of Computing Security 
Rochester Institute of Technology 

das9936@rit.edu, Daryl.Johnson@rit.edu, Bill.Stackpole@rit.edu 
 
 
 

Abstract  

As of this writing it is projected that there are 3.5 million unfilled cyber-security jobs (Cyber Crime Magazine 
2018). Classroom instruction has been shown to have low information retention rates among students and 
promotes a passive learning environment that bombards the learner with theory while providing little to no 
hands-on experience (Moniz 2020). Creative solutions are needed to address the talent shortfall and this paper 
will describe the implementation of one such design. Through the gamification of cyber security concepts, a proof-
of-concept educational tool was created (CSEC NEXUS) to reduce technical intimidation and provide an 
experience that is accessible and enjoyable to non-STEM students.  

Introduction  

CSEC NEXUS is an educational tool that presents cyber-security concepts to non-STEM students in a gamified 
virtual environment. It provides hands-on learning that simulates a high-level lab environment and incorporates 
visual and auditory feedback to engage participants. By designing for non-STEM students CSEC NEXUS attempts 
to provide effective cyber-security education that can be enjoyed by anyone. To determine if the tool is effective at 
teaching cyber security concepts and is enjoyable to participants the following two questions were considered 
during design:  

● RQ1 Can interest and enjoyment of cyber security topics by non-STEM students be increased using 
'gamification of information security' skills and concepts?  

● RQ2 Is the video game effective as an information security learning and engagement tool?  
 
To begin to answer these questions and to inform tool refinement during creation, participants were engaged with 
an interactive experience that visually demonstrated the basics of a hub, switch, and VLANs. They were then 
shown two different attacks that threaten switch security and methods for remediation. The participants were 
given quizzes after each lesson which provided visual and auditory feedback as well as progression to the next 
lesson upon completion. Quiz scores were tabulated but were not made available to the participants. Participants 
were provided two short surveys (for basic demographic information and feedback on their experience 
participating) and a method for providing written suggestions for improvement. The methods that were used are 
described in greater detail in the sections that follow.  

Related Work  

There are many examples of educational cyber-security games which range from simulated environments (Irvine 
2005), quiz shows (Boopathi 2015), to hackathons (MLH 2021) and more. Related work will be divided into three 
categories denoting the experience of the intended learner: 1) Gamification for Cyber Security Professionals, 2) 
Cyber Security Beginners, and 3) non-STEM Cyber Security learners.  

1) Gamification for Cyber Security Professionals  
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Figure 1. CyberCeige 

 
CyberCeige (Irvine 2005)(see figure 1) is a tool designed for those that are already initiated into the world of cyber 
security by providing detailed options to simulate not only technical scenarios but also business and financial 
impacts (including operating costs and the business decisions associated with hardening and operating the 
simulated infrastructure). The interface is composed of buttons, drop downs, input fields and an impressive array 
of reporting and analysis menus.  

2) Gamification for Cyber Security Beginners  

 
Figure 2. InCTF5  
 
The Quiz show environment titled InCTF5 (see figure 2) was designed by Boopathi et al and allows teams of cyber-
security students to go head-to-head and compete in a contest of knowledge (Boopathi 2015). InCTF5 is intended 
as a virtualized introduction to hackathons that are ever present on college campuses and security conventions. 
InCTF5 provides its competing teams with mini games that introduce concepts that will later be evaluated in 
question-and-answer format along with applied mini-games. InCTF5 is composed of 4 levels that cover basic 
programming puzzles, web application security, application security, and forensics and reverse engineering. Each 
level is further broken down into 5 sections that each covers a different topic within the level’s domain. Boopathi 
et al states that InCTF5 was effective in enhancing learning through its competition-style approach but does not 
provide quantifiable data to show how successful their approach was.  

Yin Pan et al developed a module-based game framework that utilized real-time tools and technology and was 
meant to engage and educate undergraduate students while enhancing their problem-solving skills (Pan 2015). 
The game's focus was on computer forensics but was designed to allow students and educators to easily create new 
modules that simulate an investigation from discovery through forensic reporting of the security event. Similar to 
InCTF5, Yin Pan et al’s game was designed with the player possessing some assumed technical knowledge, but the 
environment does allow the player to progress at their own pace.  

3) Gamification for non-STEM Cyber Security Students  

This form of gamification is most recognizable in the form of required training by employers and other 
institutions that can range from phishing campaigns, quizzes, to activities, etc. Adams et al's attacker- centric 
gamified approach discusses increasing cyber-security data retention of employees by developing interactive 
engagement techniques utilizing gamification principles (Adams 2015). Adams et al's paper describes the 
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components they believe would be most successful in creating an effective and enjoyable cyber-security learning 
experience based on their review of other gamified training solutions for employee cybersecurity skills (Adams 
2015). Adams et al's paper states that based on their review it is believed that effective and enjoyable cyber-
security education should be hands on and immersive, available and accessible to everyone within an 
organization, include both awareness and skills training, and utilize a sequence that progresses from identification 
all the way to remediation. Adams et al admits that their paper’s findings are limited due to it being only a 
conceptual analysis; however, the elements the paper describes do appear in each of the gamification examples 
we’ve just discussed. Lastly, Fouche et al's Code Hunt as Platform for Gamification of Cybersecurity Training 
sought to increase inclusion and diversity in cyber security by leveraging Code Hunt, which is traditionally used to 
help students master programming (Fouche 2015) by creating non- competitive skill building exercises that 
targeted under-represented demographics within cyber-security.  

CSEC NEXUS Framework Design  

 

The framework’s design consists of a simulated switch that includes 8 ports and up to 8 connected devices that are 
dynamically linked allowing the player to move the devices during operation. Frames travel along designated 
paths from a sending device to the connected port which is then internally sorted within the switch and assigned 
to the appropriate path for the receiving port. A Source Address Table (SAT) is provided to allow the player to 
watch the switch learn new devices as frames are sent and received. An Address Resolution Protocol (ARP) Table 
for each device can be seen when the player places their mouse over a connected device. In certain rooms the 
player is given the ability to generate traffic and clear the switch’s SAT and device ARP Tables.  

Login  

To satisfy the requirements set forth by the HSRB, the project needed to preclude anyone under 18 from taking 
part in the research and ensure each participant received the HSRB informed consent letter before being allowed 
to play. To accomplish this, it was determined that CSEC NEXUS needed to be an online or web-based game. 
Account creation and login screens were created along with password hashing and a server that would handle the 
account data. The informed consent letter is provided as a navigation menu when a participant connects to the 
game server. A demographics survey is provided after successfully logging in to a newly created account. Due to an 
additional requirement from the HSRB that no identifying data of any kind would be collected, it was determined 
that no password reset option would be given because there would be no realistic way to identify the account 
holder and still satisfy the requirement. 

Dialogue  
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The dialogue system (Friendly Cosmonaut 2020) allows participants to interact with the Non-Player Characters 
and select options for various questions and topics that they wish to hear more about. The system tracks whether 
the player or the NPC is speaking and displays the appropriate portrait. The system manages the branching player 
choices and executes event scripts that have dialogue triggers. Dialogue variables are created within each NPC that 
are provided to the dialogue system when required.  

Saving  

Game-save functions utilize JSON formatting for easy network transmissions and writing disk. Currently game 
saving occurs automatically during room transitions to ensure that no participant data is lost but does not allow 
the participant to begin where they left off (this feature will be added in a future release).  

In Game Lessons  

The game features 5 different lessons that each expand on the concepts of the preceding lessons. For example, the 
hub room discusses “flooding” (when a frame is sent out every port except the originating port) and the problems 
that can occur with this method of transmission. Flooding is discussed again in the switch room where it is 
illustrated that flooding should only occur within a switch if the receiver is not in the switch’s SAT. When the 
player arrives in the SAT Overflow room, an attack is demonstrated where an attacker fills the switch SAT with 
false device information. The switch then begins to flood all the legitimate frames it receives to the attacker. The 
player then enables port security and the switch can be seen learning the legitimate devices and ceases flooding 
frames.  

In Game Quizzes  

 

Quizzes and other testing elements were intentionally short and straight forward. The quiz questions were taken 
directly from the lessons that preceded them. They were designed such that the player would always be able to 
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progress and could answer as many times as needed but were weighted to reward fewer attempts. Further quiz 
information is discussed in the Quiz Scoring and Results section below.  

Validating the Experience  

Disclaimer for Participant Data  

It should be noted that the number of participants (13) was not statistically significant. The data collected was 
intended to aid in the refinement of tool creation. Further research is needed regarding the efficacy of this tool. 
Despite this, the author has made speculative observations and assumptions based on the collected data that will 
be outlined in the sections that follow.  

Participant Selection  

Participants were self-selected via social media with every effort made to ensure that no identifying information 
was collected. A link to the project information was provided along with a high-level description of the research 
study and instructions on how to download and run the game.  

Playing the Game  

 

Figure 3. Game Play Flow Chart 

Upon running the game (see figure 3) participants were met with the full project informed consent form that was 
approved by the HSRB. Participants then created a unique username and password and logged in to the game. A 
six-question survey was provided to acquire basic demographic information before the title screen was loaded. 
Once in the game, participants experienced the game in the following format: introduction, lesson, and then a 5-
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question quiz. The format was followed for each of 5 subject areas: Hub, Switch, SAT Overflow, VLANs, and VLAN 
Hopping. Lessons and questions included only high-level concepts and the  

game allowed participants to move through it at their own pace. Upon completing all quizzes, participants were 
asked 3 optional questions regarding the effectiveness of the game and their enjoyment in playing it. Lastly the 
participants were given the option to provide written feedback after the credits screen. All participants fully 
completed the game with no participants quitting before the game's natural conclusion. To validate the learning 
experience the initial survey answers, quiz scores, and exit survey answers were utilized in tandem to understand 
the user's experience and determine whether or not the application has been successful in engaging and educating 
non-STEM students. For each survey question answer an average quiz score was calculated and charted on the 
graphs that follow.  

Quiz Scoring and Results  

Quizzes were constructed to allow the participant to answer as many times as needed until they answered 
correctly. Unlimited attempts were allowed as the game was intended to be formative rather than summative. To 
account for this, question scoring was adjusted to weight scoring towards the fewest attempts. 

 

Participant scores (see table 1) fell within an acceptable range of 66% which would be the result if all questions 
were answered correctly on the second attempt. As the majority of scores (see table 2) were higher as indicated by 
the median score of 73% this would indicate that there were more questions answered correctly on the first 
attempt.  

Ratings and Feedback 

 

Figure 4. Enjoyment and Effectiveness 
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Figure 5. Learning Feedback  

Overall, the responses and written feedback were positive (see figures 4 and 5), but there were a few suggestions 
for improvement. Namely, one respondent thought the dialogue as written was too verbose. Another respondent 
suggested that utilizing this game in tandem with classroom instruction would be helpful to them, which this 
paper's author agrees would allow for more direct discussion on the specifics of the high-level concepts the game 
introduces. All respondents indicated that they felt they had learned something new they did not previously know 
about cyber-security. 

 

Figure 6. Enjoyment and Effectiveness VS Quiz Scores  

Tool effectiveness ratings (see figure 6) had an even distribution when compared to the resulting quiz scores. 
Enjoyment (see figure 6) saw those that rated greatly enjoyed or somewhat enjoyed scored lower overall. The 
author believes this could indicate the potential for diminishing returns as greater enjoyment may not necessarily 
correlate with better performance (additional assessment metrics will be included in future studies to attempt to 
more accurately assess this). 
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Participant ratings were better than expected but did indicate that there were some opportunities for 
improvement. Detailed inspection of the “somewhat enjoyed” participant responses helped illuminate a lesson 
description error that will be discussed in the next section.  

Demographic Information 

  

Figure 7. Age Range and Education  

An assumption was made that the self-selected participants would be those that found the project most 
interesting, thus age and education were included to gauge interest through participation. With this assumption in 
mind, this project appears most appealing to those individuals that are 29 or older (84%) (see figure 7). Education 
seems to be an even split between those with 3-4 years of college and those with no college experience (see figure 
7).  

 

Figure 8. Age Range and Education VS Quiz Scores  

Age relative to performance seems to be evenly distributed if we ignore the center of the graph which represents 
30% of all participants (the author believes the “29-34 yrs” quiz score datapoint may have reflected a lesson 
description error that was discovered due to close inspection of these results). It was noted that a MA/MS 
participant indicated the 29–34-year age range and had one of the lowest scores overall despite also being 
relatively experienced in several of the other categories. This finding resulted in a reexamination of the lessons 
and quiz questions and a refinement of the language to use fewer analogies to reduce the risk of misinterpretation 
(the changes still require testing).  

Technology Experience  
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Figure 9. IT and Computer Experience  

An assumption was made that those with computer and Information Technology (IT) experience would perform 
at least as well or better than those with little to none. The vast majority of participants (84%) indicated they had 2 
years or less experience with IT (see figure 9). Among that group, 53% indicated they had no IT experience at all. 
Experience with computers was somewhat higher seeing the majority ranking themselves between 1-4 years' 
experience (see figure 9).  

 

Figure 10. IT and Computer Experience VS Quiz Scores  

IT experience did seem to increase quiz scores as expected (see figure 10) (with the exception of the lesson error 
that has been noted above). Similarly, computing experience also seems to correlate with higher scores compared 
none at all (see figure 10).  

Gaming Experience  

 

Figure 11. Video Game Experience and Platform Preference  
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The majority of participants indicated that they had at least some prior video gaming experience with the majority 
ranking themselves somewhere between an intermediate to professional (or as having between 3- and 7-years' 
experience or more) (see figure 11). Predominantly participants preferred console gaming (this question was 
included solely to assess additional platform viability for future development) (see figure 10). It should be noted 
that there were several individuals that made contact via social media inquiring how to run the application on 
mobile devices, many more than were expected. Each was informed that the application was currently only 
available for windows devices. Additionally, in reviewing the responses to this question it was brought to the 
author’s attention that a question is needed to assess video game genre preference. This is need to ensure that 
CSEC NEXUS is the type of game that is the best fit for the intended demographic.  

 

Figure 12. Video Game Experience VS Quiz Scores  

The data for video game experience seems to suggest that at least 1 yr of experience may result in almost a 3% 
higher quiz score, which was somewhat surprising (see figure 12). This might reflect a better understanding of 
game control mechanics or perhaps the overall comfort with the medium additional metrics will be considered to 
better assess this data point in future studies.  

Conclusion  

Addressing shortfalls in the availability of cyber-security talent is no easy task and will take many different 
approaches. This project’s main goal was to remove some of the technical feel of cyber-security while introducing 
technical concepts in a manner that allows non-STEM students to access the material. By creating an interactive 
gaming experience, the participants were able to engage with cyber-security concepts at their own pace in an 
environment that reduced intimidating technical demands.  

RQ1 Can interest and enjoyment of cyber security topics by non-STEM students be 
increased using 'gamification of information security' skills and concepts?  

In answering RQ1, the author believes that this project would succeed in attracting the interest of individuals that 
have minimal technical experience based on the preliminary data was collected; however, further testing with a 
larger sample is required to provide a statistically relevant conclusion. Additionally, participant survey and in-
game data indicated that all participants played through to completion, and that 84% of participants indicated a 
rating of enjoyed or higher. In answering RQ2, the median quiz score (73%) was higher than that of a participant 
that answered all quiz questions on their 2nd attempt (66%), and participant feedback indicated that 100% of 
participants found the tool to be effective in teaching cyber-security concepts.  

RQ2 Is the video game effective as an information security learning and engagement 
tool?  

Upon review of participant feedback and quiz data, the author believes that CSEC NEXUS partially succeeded in 
addressing the 2 proposed research questions by creating an effective educational tool (RQ2) that is enjoyable to 
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play for non-STEM students (RQ1). However, a few confusing analogies hindered some participants that should 
have performed better given their expressed technical experience. The offending dialogue has been reworded but 
the changes have not yet been tested. Additionally, the project did attract the interest of the desired participants 
and their feedback and ratings indicated that the design was effective and enjoyable; however, it still did not see 
any additional play-throughs from any participants. This seems to indicate that work is needed to ensure there is a 
unique experience each time a player enters the game. This can be done by adding random events and 
daily/weekly tasks that can be performed to some determined benefit to the player. Additionally, while each 
participant did complete the entire game it was not clear which aspects of the game were more or less enjoyable as 
not all participants provided written feedback. Direct questions rating different aspects of the game upon 
completion could help to address this.  

Similarly, it was not clear if participants were enjoying the selected cyber security topics as opposed to others. In 
hindsight it would have been desirable to include a survey question to gauge which areas of cyber security had the 
most interest. Further, survey results indicated that platform preference may play a larger role than initially 
thought and controller/mouse support may need to be considered to ensure players are comfortable on their 
preferred platform.  

Future Work  

To improve on this proof-of-concept design, additional save elements will be included to allow the player the 
ability to save their progress at any point and resume where they. With regard to the educational material, a 
difficulty setting will be added for improve replay and learning value by allowing the user to increase or decrease 
content complexity. Additional cyber security lessons and quizzes will be added, including routing and subnetting 
for example. More hands on, applied learning scenarios will be included to supplement quiz assessment methods. 
Hands on learning would also allow the incorporation of more problem-solving techniques that would have the 
player identifying their preferred means of proceeding instead of following scripted scenarios. Additionally, where 
quiz questions are included, it would be beneficial to allow those questions to be imported from a file on disk or 
perhaps an instructor mode within the game to configure specific scenarios to be used along with other learning 
methods.  
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Self-driving cars, aka Connected and Autonomous Vehicles (CAV), drive future mobility and transportation 
featuring safety, reliability, efficiency, and conviviality. With little or no human involvement, robot cars perform 
mundane tasks such as localization/mapping and movement planning by sensing the environment and making 
decisions collaboratively. Artificial Intelligence (AI) is the driving force of self-driving car technology. This talk 
overviews the role of AI in establishing connectivity, gathering data, and determining actions, followed by the 
emerging cybersecurity threats in CAVs. The talk also raises open research questions on the existing security and 
privacy solutions for CAV, for which US-ITS Security Credential Management System (SCMS) shows a promise. 
The talk concludes by highlighting the need for collaboration within academia, industry, and government to 
jointly research and develop approaches to standardize the next-generation algorithms to overcome the cyber 
threats in CAV technology. 
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 Abstract  

Much research has been done on cyber deception techniques as a promising mechanism for cybersecurity and 
many organizations are showing increasing interest in deploying cyber deception. However, there is a gap in 
helping cybersecurity professionals align cyber deception techniques with known frameworks such as the NIST 
Cybersecurity Framework and the MITRE ATT&CK matrix. This paper presents a framework to categorize cyber 
deception techniques by their cybersecurity function and aligns cyber deception categories to their corresponding 
MITRE ATT&CK tactic and technique, which should provide a useful reference for cyber defenders looking to 
leverage threat intelligence on the known tactics and techniques of threat actors targeting their organization and 
plan for the successful defense of their systems and networks against specific sets of threat actors and any who use 
the same techniques. Building on this research, the team plans to gather empirical data to measure the 
effectiveness of cyber deception categories and understand whether the effect is additive.  

Introduction  

Sun Tzu famously wrote, “All warfare is based on deception,” and this concept has proven to be a reliable tenet of 
military strategy in the 2500 years since he wrote those words. Today, cyber deception is both long-established 
and maturing as a means of detecting, delaying, and studying threat actors.  

The aim of this research is to help cybersecurity practitioners understand and implement effective cyber deception 
techniques. First, we categorize the variety of techniques of cyber deception and organized those categories 
according to industry-standard frameworks. We use the National Institute of Standards and Technology (NIST) 
Cybersecurity Framework (CSF) to map cyber deception categories to a cybersecurity professional’s function, and 
use the MITRE Adversarial Tactics, Techniques, and Common Knowledge (ATT&CK) framework to map cyber 
deception categories to the threat actor’s tactics and techniques they counter. As far as we know, the 
categorization and mapping of both frameworks against cyber deception techniques has not been previously done 
in literature. We have incorporated input from experienced practitioners of deploying cyber deception techniques 
for this paper.  

The MITRE ATT&CK framework (MITRE), has quickly become an industry standard taxonomy used to describe 
the tactics and techniques threat actors have been observed using. MITRE developed multiple ATT&CK matrices 
covering Enterprise, Mobile, and Industrial Control Systems, but for the purposes of this discussion, any reference 
to ATT&CK is a reference to the ATT&CK Enterprise matrix (Strom et al. 2020), which is organized by ‘tactics’ 
describing a threat actor’s tactical objective and each tactic is comprised of a set of ‘techniques’, consisting of the 
actions the threat actor performs to accomplish a tactic. During an intrusion, a threat actor is likely to chain 
together a series of techniques from each tactic to accomplish their objective.  

NIST developed its Cybersecurity Framework to help organizations manage their cybersecurity-related risk. This 
framework has been widely adopted and outlines five distinct functions an organization needs when setting up an 
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enterprise cybersecurity program. The functions can be described as goals for the organization and are referenced 
as such throughout this research. The five core functions of the CSF are Identify, Protect, Detect, Respond, and 
Recover. 

Related Work  

There have been several comprehensive surveys for cyber deception techniques. Rauti and Leppanen (Rauti and 
Leppanen 2017) focus on identifying and categorizing nineteen of what they refer to as ‘fake entity’ cyber 
deception techniques used to fool malware. These were further broken down into eight discrete types and they 
highlight five “properties and implications” for cyber deception, analogous to goals for cyber deception. Urias and 
Stout et al (Urias et al. 2017) describe cyber deception techniques based on their targeted defense surface, 
describing three surfaces as ‘Host-based’, ‘Network-based’, and ‘Hybrid’. For each defense surface, they also 
reference commercial vendors who market respective cyber deception products.  

Han et al (Han et al. 2018) focus on categorizing deception techniques into four elements. They categorize thirty 
deception techniques using the OSI model, the ‘unit’ of deception, goal of the deception, and how the deception 
could be deployed. While they list multiple goals of cyber deception, a critique of their work is they overlook the 
original goal of cyber deception, gathering intelligence on the threat actor.  

In a survey focused on leveraging honeypots and honeynets to protect Internet of Things (IoT) devices, Oza et al 
(Oza et al. 2018) limit their analysis to these two technologies. Their survey focuses on technical aspects of 
implementing these deception technologies, not describing a variety of techniques. Still, one takeaway from their 
work is its reference to both detection of threat actors and threat intelligence gathering as goals of cyber 
deception. Efendi et al (Mohd Efendi et al. 2019) describe eight deception techniques, focusing on techniques for 
securing web applications and align a limited set of techniques to the deception taxonomy put forward by Whaley 
(Bell and Whaley 1991).  

Pawlick et al published a survey of cyber deception techniques focused on their applicability for game-theoretic 
analysis (Pawlick et al. 2019). While the rationalization for the development of their taxonomy is superb, they 
barely articulate specific techniques of cyber deception, with none of them novel.  

What is missing in the literature is a framework that helps cyber defenders strategically choose a set of cyber 
deception techniques covering defensive goals. MITRE’s recently released Shield knowledge base does provide a 
variety of techniques aligned with ‘Active Defense’, which includes cyber deception capabilities, but our 
framework provides the additional benefit of aligning the NIST Cybersecurity Framework, helping defenders see 
what part of their program these techniques help to bolster.  

Aligning Cyber Deception Techniques with Cyber Defense  

After carefully reviewing intents of various cyber deception techniques described in the above referenced surveys, 
we synthesized eight cyber deception categories. We then align these to both MITRE ATT&CK framework as well 
as NIST CSF, with each function (Identify, Protect, Detect, Respond) each being shortened to their respective 
initial letter. Table 1 summarizes our findings. 
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Table 1. Cyber Deception Techniques Categorized & Aligned to CSF and ATT&CK  

Deceptive Network Replies includes a bundle of what Han et al (Han et al. 2018) listed as multiple 
techniques, including network tarpits, network traffic forging, deceptive network topology, and OS fingerprinting 
obfuscation. This form of cyber deception seeks to deceive a threat actor attempting to execute network 
reconnaissance of a network through port scanning by returning plausibly delayed or faked data, and includes 
technologies such low-interaction and high-interaction honeypots, network tarpits (Alt et al. 2014), network 
traffic forging (Le Malécot 2009), and network protocol forging (Trassare et al. 2013).  

The stated goals for advertising decoy network services varied by author. Al-Shaer et al suggest multiple goals for 
decoy services, including detection, gathering of threat intelligence, and dynamic modification of cyber defense 
tools (Al-Shaer 2019). Honeyd’s purpose is to distract a threat actor, detecting a new attack and exploitation 
trends, or gather threat intelligence (Provos 2004). Shing (Shing 2016) stated the goal for network tarpits was to 
delay a threat actor from initiating potentially malicious connections. From these stated purposes, we can extract 
the functions of Respond (distraction), Detect (early warning), and Identify (threat intelligence).  

Decoy Account is a category of techniques well-established in the literature. Accounts, especially privileged 
accounts, are usually a primary target for threat actors, and decoy accounts can be seeded anywhere an account is 
needed for access, from network traffic as Chakravarty et al did (Chakravarty et al. 2011), to web application 
accounts as Onaolapo et al did (Onaolapo et al. 2016), to host-based account typical in honeypots (Rowe 2016), or 
network directory services (such as Active Directory). In discussions with industry experts (Fiscus 2020; 
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Hidayatullah 2020; Roberts 2020), the use of an active directory decoy account was suggested as the one 
deception technique an organization should implement if it could do only one.  

The literature is clear in establishing multiple goals enabled through the use decoy accounts, including detection 
as discussed by Rowe and Rrushi (Rowe 2016), and threat intelligence gathering, as articulated by Onaolapo et al 
(Onaolapo et al. 2016), aligning this category with both the Identify and Detect functions from the CSF, as well as 
ATT&CK tactics aimed at credential access.  

Decoy Persona is a category of techniques designed to entice a threat actor to interact with a fake persona, often 
through social media. Heckman et al go so far as to create a detailed plan and checklist for creating what might be 
termed a ‘high-interaction’ decoy persona (Heckman 2015), including a complete internet presence for the decoy 
persona. This level of detail for a decoy persona is useful for military contexts, but for most corporations this level 
of detail for a decoy persona is unnecessary. Simply creating a set of social network profiles and measuring who 
tries to connect with them as Lee et al did is probably sufficient to the goal of the cyber defender (Lee et al. 2010). 
4  

The goals for these two research efforts were very different. Lee and his team were explicitly looking to gather 
threat intelligence on spammers, while Heckman and her team state their purpose in creating fake personas was 
to “detect and manipulate” and stated a secondary goal of “creating a better model of (a threat actor’s) 
reconnaissance tradecraft and developing methods for corrupting it” (Heckman 2015).  

Decoy tokens are files or data elements designed to trigger an alert if they are interacted with (Spitzner 2003) 
and can be implemented in a variety of contexts. Decoy files or data elements are often termed differently in the 
literature, frequently referred to as honey files, honey tokens (Padayachee 2015), or the specific context in which 
they are used (Han et al. 2018). Common to all references is the same fundamental concept and the same CSF 
function of Detect. A decoy token can take on the context of nearly any data element an attacker may rely on in 
several techniques in ATT&CK.  

Decoy system resources are elements of a system designed to look normal to a threat actor who achieves 
system access, confusing the threat actor and alerting the cyber defense function. Literature contains multiple 
methods of leveraging decoy system resources, including Rowe, who explores the use of a decoy file system (Rowe 
2006), and Kontaxis et al (Kontaxis et al. 2014) who propose using decoy computational resources within cloud 
environments. This category faces the challenge of advertising resources to system tools while preventing normal 
users from using the resource, creating the potential for false positives. Rrushi acknowledges this and suggests 
false positives could be mitigated by adding other decoy system resources to the system and correlating the use of 
those resources (Rrushi 2016).  

Software Decoys is a means of protecting systems by dynamically adapting to unauthorized intrusions 
(Auguston et al. 2002), while Julian envisioned the technique as a method for ensnaring threat actors and 
intentionally delaying them, similar to a network tarpit (Julian et al. 2003). When Crane et al (Crane et al. 2013) 
described a more developed concept of ‘booby trapping software’, technology had advanced enough for their idea 
to be effectively implemented. Araujo et al built on this idea in a concept they termed ‘Honey-Patches’ (Araujo et 
al. 2014), introducing a method for compiling patches into a program to redirect a malformed input into an 
environment which dynamically “forks itself into a confined, ephemeral, decoy environment”.  

Decoy Secrets leverages the fact a secret is meant to be kept and protected to identify misuse of that secret, 
typically with passwords or password hashes. Juels and Rivest describe the use of what they term as ‘honeywords’ 
(Juels and Rivest 2013), or a decoy password with the idea of being able to detect when a threat actor cracks the 
decoy password hash and tries to use it. Latha et al refer to this technique and examine its potential for use in a 
cloud-based application (Latha et al. 2014). Moe and build on this idea by proposing a method for more efficiently 
storing decoy passwords and proposes the idea of using other users’ passwords as the decoy passwords, though 
this idea has some drawbacks (Moe and Win 2017). In practice, user passwords are rarely as unique as they 
believe, as numerous password analysis studies have shown (Winder 2019), so leveraging other users’ passwords 
may not generate the unique result desired. Sudramurthy et al (Sudramurthy et al. 2017) suggest using improved 
encryption can assist with slowing down and confusing the threat actor if they happen to be able to gain access to 
a dump of a password hashes database.  
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Decoy Source Code targets an insider threat actor’s act of exfiltrating source code from an organization (Park 
and Stolfo 2012). The source code is obfuscated and embedded with beaconing technology to detect when any 
leaked code is compiled and executed. This technique appears unique to these authors, and clearly aligns to the 
CSF function of Detect.  

Given the purpose of this cyber deception technique is to detect the leakage of any decoy source code, it aligns best 
with the ATT&CK tactic of Exfiltration, however, the detection would happen well after the act of exfiltrating the 
code, limiting its usefulness.  

Example of Using the Framework  

An organization looking to apply this research could take the known ATT&CK techniques for a threat actor they 
perceive could target them, such as the group known as APT281, and use this framework to determine which cyber 
deception techniques to apply, and what function they would serve. In the example of APT28, they are known to 
use 28 ATT&CK techniques, 12 of which correspond to 5 of our cyber deception categories, including decoy 
accounts, decoy tokens, decoy system resources, dynamic software decoys, and decoy secrets, and allow all four of 
the relevant CSF functions of Identify, Protect, Detect, and Respond. Additionally, an organization could layer 
multiple threat actor profiles onto this framework to show the most used ATT&CK techniques which would allow 
for an optimized placement of deception categories, providing high levels of assurance cyber deception will allow 
an organization to identify, detect, and mitigate threat actor.  

Conclusion and Future Work  

None of previous efforts to categorize various techniques used for conducting cyber deception took the approach 
of aligning each cyber deception technique with a cyber defender’s goals. This research can serve as a guide for a 
cyber defender who wishes to integrate deception techniques into their overall defense strategy. This work 
provides further value by defining the MITRE ATT&CK techniques aligned with each category of cyber deception 
techniques, allowing cyber defenders to map their knowledge of the tactics and techniques of the threat actors 
they are likely to face to the corresponding cyber deception technique. With this information, cyber defenders can 
increase their capabilities for detecting, mitigating, and/or understanding threat actors who may attempt to cause 
harmful effects within a network.  

Future research will include running tests with simulated threat actors in realistic environments to gather 
empirical data to measure the relative effectiveness of each cyber deception category. A goal of this testing is to 
understand whether the effect of cyber deception techniques is additive as techniques are layered within an 
environment. 
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 Abstract  

The sums spent by the US and the world on cybersecurity are growing rapidly, yet the losses in time and money 
are growing even more rapidly. This paper argues, first, that a large part of the cybersecurity problem stems from 
the fact that we are engaged in a cyberwar. Furthermore, it is clear that our current approaches to cybersecurity 
are not making us more cybersecure. This paper argues that we must return to fundamental principles to 
reconceptualize how we practice cybersecurity if we are to do well in the cyberwar. This paper presents four 
fundamental principles that can help us achieve cybersecurity:  

1. Know your enemy.  
2. Know yourself.  
3. Make the abstract concrete.  
4. Avoid system accidents.  

Introduction  

It is impossible to read news for very long without reading about a cybersecurity incident of one sort or another. 
In April 2021 (Jibilian & Canales, 2021), we learned more about the Russian-led Solar Winds Hack. In May 2021 
(Osborne, 2021), the Colonial Pipeline company was hit with a ransomware attack that caused it to shut down its 
pipeline, which in turn caused a temporary gasoline shortage in the eastern United States. Just for good measure 
also in May, Rensselaer Institute of Technology (RPI) announced (Ward, 2021) that it was shutting down its 
network as a result of a cyberattack, which caused a disruption with final examinations and finishing up the spring 
semester. Just recently the Irish Health system has been attacked by ransomware distributed by a gang operating 
out of St. Petersburg, Russia (Wikipedia1, 2021).  

In addition, two hardware-related “cyber-events” deserve to be mentioned. The first event was the discovery in 
2015 that Chinese agents had installed compromising microchips on the motherboards of Elemental servers, 
which are widely used by government agencies and major companies (Robertson & Riley, 2018). Not everyone 
agrees with this analysis, but Bloomberg stands by its story. The second interesting event is the May 4, 2020 
Executive Order 13920 issued by President Trump entitled “Securing the United States Bulk-Power System” 
(Trump, 2020), that cast suspicion on large electrical transformers produced outside the United States, and 
especially at transformers produced in China. This order blindsided the electricity sector (Behr & Vasquez, 2020).  

Needless to say, we can fill this paper with many similar incidents. Clearly, cybersecurity is an important part of 
our lives and the functioning of society.  

Table 1 has been assembled from: (Statista, 2015), (Columbus, 2020), and (Smith & Lostri, 2020). It estimates 
how much is being spent on cybersecurity and what the losses related to cybersecurity attacks might be. Notice 
that Table 1 contains some very large numbers. Notice, also that Table 1 is missing some data points. We might 
add that one estimate is that cybercrime will cost the world $6 trillion in 2021 and $10.5 trillion by 2025 (Morgan, 
2020).  

It is clear that the numbers we have just presented are quite large, and the $10.5 trillion projected loss will have a 
huge impact on society. One can, of course, argue about the accuracy of the estimates and the projections, but 
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there is no doubt that both the cybersecurity expenditures and losses will be large. As we will see in the next 
section, however, these rough numbers and few examples are adequate for our purposes.  

 

Table 1. Spending on Cybersecurity and Cybersecurity Losses  

 

Figure 1. The Data from Table 1 as a Graph 

Analysis  

The introduction gave a quick overview of what, at a minimum, must be considered a serious problem that is 
continuing to grow in severity. We are spending increasing sums of money, but do not seem to be achieving our 
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goal of becoming more secure. In fact, our main approach to solving the problem seems to be to spend more 
money doing the same things that we have been doing. This is unlikely to solve our problem.  

We need to completely rethink how we are approaching the cybersecurity problem. The first step toward finding a 
solution is to correctly identify the problem. It appears that there are many incidents that can clearly be labeled as 
cybercrime, but there appears to be more going on than random crime. In particular, the Chinese and Russian 
governments are known to be responsible for many serious attacks (Radu, 2019). In addition, many of the 
criminal attacks also seem to originate from China and Russia. We will return to this point in the next two 
sections.  

We argue that what we are dealing with is a cyberwar that we, as a nation, have not identified as a war. In our 
opinion, the term war is used too loosely so we will define precisely what we mean. The classic definition of war is 
something like the following:  

War is an intense armed conflict between states, governments, societies, or paramilitary groups such as 
mercenaries, insurgents, and militias. It is generally characterized by extreme violence, aggression, destruction, 
and mortality, using regular or irregular military forces. (Wikipedia2, 2021)  

Over the years, the definition of the word “war” has been diluted so that one finds war being used as a synonym 
for any sort of competition in such situations as a “price war.” Our contention is that war is a serious business and 
should be treated seriously.  

At the same time, we need to broaden the definition of war, so it is not only waged through extreme violence. For 
example, the “Cold War” did occasionally break out into proxy hot wars such the Korean War and the Vietnam 
War, but much of the competition took place economically and psychologically. Hitler’s “conquest” of 
Czechoslovakia was done without any overt state violence on his part.  

Carl von Clausewitz, the famous philosopher of war, stated that “war is a mere continuation of policy by other 
means” (Clausewitz & Graham tr., 1832).  

For us, war involves the following four factors:  

1. It must involve recognized political entities with recognized political agendas.  
2. The agendas must have competing goals.  
3. The competition must be prolonged and not just a single incident.  
4. It must cause damage of some sort to at least one of the political entities.  

It is clear that we are witnessing an increasing number of attacks, many of which are coming from Russia and 
China, who are competing with the United States in the global arena for economic benefit and power. We claim 
that what we are experiencing is a cyberwar involving, Russia, China, the United States, and many other nations. 
A little reflection will show that the four criteria for having a war are satisfied. The damage being done in this war 
is not primarily through violence, but physical damage is a possibility in attacks on infrastructure.  

Support for this position comes from “Summary: Department of Defense Cyber Strategy 2018” (Department of 
Defense, 2018, p. 1) which states:  

We are engaged in a long-term strategic competition with China and Russia. These States have 
expanded that competition to include persistent campaigns in and through cyberspace that 
pose long-term strategic risk to the Nation as well as to our allies and partners. China is 
eroding U.S. military overmatch and the Nation’s economic vitality by persistently exfiltrating 
sensitive information from U.S. public and private sector institutions. Russia has used cyber-
enabled information operations to influence ourpopulation and challenge our democratic 
processes. Other actors, such as North Korea and Iran, have similarly employed malicious 
cyber activities to harm U.S. citizens and threaten U.S. interests. Globally, the scope and pace of 
malicious cyber activity continue to rise. The United States’ growing dependence on the 
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cyberspace domain for nearly every essential civilian and military function makes this an 
urgent and unacceptable risk to the Nation.  

More support for this point of view can be found in the document entitled “Significant Multi-Domain Incidents 
against Critical Infrastructure (SMICI) Dataset” (START, 2019). In a section entitled “2. CI Sectors Targeted by 
State Actors” it states that: State actors, such as Russia, routinely execute campaigns in these sectors for either 
espionage or destructive objectives. We mention Russia in particular because it or threat actors tied to the 
Russian government have been attributed the most for targeting all of the CI sectors, especially Energy. In 
section “4. State/Non-state/Unknown Share of Incidents” this report states that: State actors are attributed to 
42% of incidents whereas non-state actors account for 7% of incidents. Of the attributed state actors, Russia 
accounted for 60%, North Korea 20%, and Iran 12%.  

Some Basic Principles  

Clearly what we have been doing to defend ourselves is not working and continuing to spend more money doing 
the same things is not likely to help the difficult situation that we find ourselves in. We suggest that we need to 
rethink our approach to cybersecurity, and we feel that this is best done by going back to some basic principles. 
We will introduce four basic principles to help us rethink our approach to cybersecurity. The first two principles 
come from the following quotation from the ancient Chinese text The Art of War by Sun Tzu (Tzu & Giles tr., 
1910):  

18. Hence the saying: If you know the enemy and know yourself, you need not fear the result of 
a hundred battles. If you know yourself but not the enemy, for every victory gained you will 
also suffer a defeat. If you know neither the enemy nor yourself, you will succumb in every 
battle.  

From this quotation, arise the first two of our principles:  

1. Know your enemy.  
2. Know yourself.  

The next two principles that we will advocate are:  

3. Make the abstract concrete.  
4. Avoid system accidents.  

We will explain these principles in greater detail in the remainder of this paper. In addition to these four 
principles, we will also use a philosophical tool known as Occam’s razor. Occam’s razor states that when there are 
several different explanations for the same phenomenon, the explanation that makes the fewest assumptions is to 
be preferred (Wikipedia3, 2021). Note that Occam’s razor does not state that the explanation with the fewest 
assumptions is necessarily the correct explanation, but rather that it is to be preferred until other factors are 
known or an even simpler explanation becomes available. We shall use Occam’s razor in further analysis in this 
paper.  

Know Your Enemy  

Figure 2 shows the different types of attackers that one might encounter. Note that the boxes are deliberately 
drawn so that they overlap, indicating that the distinctions are not always clear cut. We do not wish to imply that 
only neighboring boxes in Figure 2 can overlap. The situation when nation states are involved the situation gets 
more complicated. For example, the attackers who attacked the Colonial Pipeline company claim that they non-
political criminals who do not wish to disrupt society, when they actually did disrupt society. Now comes the time 
to apply Occam’s razor: Do you think that a criminal cyber gang can operate completely independently in a 
locked-down country like Russia? Similarly, does one seriously think that there are independent cyber operations 
taking place in China? We think it is pretty clear that tightly-controlled nation states are deeply involved in the 
cyber-criminal enterprises that take place within their borders.  
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In case this analysis does not convince you of Russia’s intentions, consider the following: The ransomware 
industry is growing explosively in Russia, in part because the authorities there have made it clear that they will 
rarely prosecute people for cybercrimes outside Russia (Kramer, Schwirtz, & Troianovski, 2021). This article also 
describes an interview conducted by NBC correspondent Megyn Kelly in which she asked Vladimir Putin why 
Russia was not arresting hackers believed to have interfered in the American election. His reply was if they did not 
break Russian law, there is nothing to prosecute them for in Russia. Clearly, the Russian government is providing 
a protected space for hackers to attack the US since it coincides with their goal of weakening the US.  

 

Figure 2. Different Types of Attackers  

Figure 2 also illustrates the cloud of insider threats that can support or initiate an attack. An insider is a current or 
former colleague who now seeks to compromise your system alone or in concert with an exterior threat. Table 2 
(Markowsky & Markowsky, Survey of Supercomputer Cluster Security Issues, 2007) shows that nearly 10% of 
university supercomputer centers replied yes when asked whether they had experienced an “insider-type” of 
threat. It was also interesting that 13% of the centers were “not sure” whether anyone had tried to bribe or coopt 
members of the staff to compromise security. This survey suggests that the insider threat is very real.  

 

Table 2. Responses to Supercomputer Cluster Survey  

We have primarily focused on China and Russia because that is where most of the threat facing the US is coming 
from. We should note that significant attacks have come from Iran and North Korea, not to mention our own 
homegrown criminals.  

The point of this section is to point out that the cyber threats that the US faces are very significant and as long as 
we pretend that they are isolated incidents we will not succeed in getting the cybersecurity threat under control. It 
might be a small consolation to those suffering from cyber attacks that they are facing powerful enemies. Our 
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purpose here is not to discourage people from taking steps to defend themselves and their institutions, but to 
point out that this will not be an easy task and that it will take real commitment to achieve cybersecurity.  

It is unlikely that the level of the threat will diminish anytime soon. Vladimir Putin (born 1952) is president-for-
life of Russia, and Xi Jinping (born 1953) is president-for-life of China, so top leadership of those two countries is 
not likely to change soon. The Chinese government has a long-held belief in conducting protracted wars to wear 
their enemy down. In particular, Mao Tse-tung is the author of widely known work with the title Protracted War 
(Tse-tung, 1938).  

Know Yourself  

There are some key questions that you must collect if you want to increase your security:  

1. What are your most important assets?  
2. Are there personnel issues in your organization that could undermine security?  
3. What is the state of your physical security?  
4. How capable is your staff to learn new things and adapt to cyberwar conditions?  
5. How does your cybersecurity depend on external organizations?  

While cyberattacks can exploit technical weaknesses and illustrate brilliant technical achievement, cyber attackers 
have learned that it is often faster to exploit staff in an organization using social engineering. In 2011, RSA, a well-
known security company, suffered a very significant data breach organized by the Chinese military (Greenberg, 
2021) that compromised the security of its customers. The data breach occurred because an RSA employee clicked 
on a malicious worksheet that infected the employee’s computer with malware after which the attackers 
proceeded to roam throughout the system. The resulting data breach compromised the security of RSA’s many 
clients. Similarly, the Solar Winds cyberattack (Jibilian & Canales, 2021) compromised the security of some 
33,000 clients of Solar Winds.  

 

Figure 3. A Simple Attack Tree (Schneier, 1999)  

The attacks just mentioned raise the question that if these sophisticated companies can be hacked, what can most 
of us do to defend ourselves? Clearly, there are powerful forces at work compromising cybersecurity, but there are 
steps that can be taken to improve cybersecurity. The next two sections of this paper will provide more techniques, 
but one technique that is quite valuable involves creating attack trees that analyze how security might be 
compromised. Attack trees, also known as attack graphs, require systematic analysis of scenarios. A good 
introduction to attack trees can be found in an article by Bruce Schneier (Schneier, 1999). A simple example of an 
attack tree from (Schneier, 1999) is shown in Figure 3.  
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Another item that organizations should investigate is their exposure to the Internet of Things. This is the 
collection of objects that are connected to the organization’s network and ultimately to the Internet. If you have a 
networked printer or any similar device, then you are participating in the Internet of Things. Of course, if you are 
controlling physical devices over the Internet, then you are heavily invested in the Internet of Things. Devices 
from the Internet of Things can significantly increase your cybersecurity vulnerabilities because these devices 
typically have very weak security. For more discussion of this topic see (Markowsky & Markowsky, From Air 
Conditioner to Data Breach, 2014) and (Markowsky & Markowsky, 2015).  

You can markedly improve security of a Windows computer by taking full advantage of the security features built 
into Windows. This includes protection against ransomware attacks (Microsoft, 2021). Some similar capabilities 
are available for Mac users (Apple, 2021).  

It is clear that if an organization wants to be cybersecure it must have the enthusiastic buy-in from its members. 
Many organizations have a mandatory annual “cybersecurity training” that employees endure. This training 
typically consists of answering some obvious multiple-choice questions and people are given multiple chances to 
pass the “training.” Aside from the fact that this training does not seem to work, it trivializes the need for 
cybersecurity in an organization. A good place to start is to create significant cybersecurity instruction in your 
organization that can emphasize the fact that a cybersecurity incident can destroy your organization.  

One way to stimulate people in your organization to think seriously about cybersecurity is to have them create 
attack trees appropriate to their particular unit. It is important that people not be complacent, bored, or hopeless 
when facing cybersecurity threats.  

Make the Abstract Concrete  

We believe that the concept of cybersecurity is too abstract for many people to think constructively about. We 
claim that there are many parallels between cybersecurity and physical security that can guide people toward a 
better understanding of the nature of the threats and defenses against the threats.  

To begin with, we have claimed that the US is involved in a cyberwar. If we think of images of physical war, one of 
the first things that come to mind is that a lot of people and structures get hurt. If you imagine being subjected to a 
bombing attack you realize that it is possible to get hurt without being explicitly a target. While technology has 
improved so that attacks can be more targeted, there is still the possibility of “collateral damage.” Ideally, you 
want to avoid being collateral damage.  

If we think of security in concrete terms, one of the first defensive measures that comes to mind is that of a “wall.” 
Figure 4 shows the Great Wall of China, the most famous wall of all time (Wikipedia4, 2021). The Great Wall has a 
long and complicated history and worked well for many tasks.  
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Figure 4. The Great Wall of China (Wikipedia4, 2021)  

It is obvious from Figure 4 that a key part of having a successful wall, is having troops in place to respond to 
assaults against it. If you carry over this analogy to the firewalls of your organization, you might ask where are 
your troops that are defending your wall? Note also that the Great Wall would be more than a sufficient deterrent 
for a small group seeking to get past it. On the other hand, one might see a strategy to get past it by using 
diversions and massing enough troops against it. You might ask similar questions about your wall: Whom are you 
trying to exclude? This leads back to the principle of knowing your enemy. We should note that the Great Wall is 
not just a single wall but has a much more complicated structure than that shown in Figure 4. Studying its history 
could help in creating a cyber defense.  

Figure 5 shows the location of the famous Maginot Line (Wikipedia5, 2021). Notice that Figure 5 shows a very 
obvious way to avoid the Maginot Line which is to pass through the sections with weaker fortifications which is 
exactly what the Nazi armies did in World War II. The obvious question here is: Does your wall cover your entire 
organization? Is there some place where you can just walk right by the wall?  

 

Figure 5. The Maginot Line (Wikipedia5, 2021)  

The natural evolution of a protective wall is the castle, which is based on a wall with the two ends connecting to 
enclose an area. We will use the word castle in the generic sense of a walled fortification. Castles were built over 
many centuries and in many different locations. Considerable thought went into their design and studying their 
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construction can inspire creating modern cyber-defense systems. (Markowsky & Markowsky, Using the Castle 
Metaphor to Communicate Basic Concepts in Cybersecurity Education, 2011) discussed many of the defensive 
features of castles and how they can relate to constructing cyber defenses. Castle builders knew that castles 
needed to have entrances and they also knew that entrances were obvious weak spots in a castle’s defense, so they 
devoted much time and ingenuity to protecting entrances. Figure 6 shows a photo of an entrance to Malbork 
Castle, the largest (by land area) castle in the world (Wikipedia6, 2021). Notice that there are two gates, one at 
each end of the entrance passageway. The outer gate is called a portcullis and moves vertically. The inner gate 
swings open horizontally. Note the presence of windows and other openings near the outer entrance that could be 
used to attack anyone approaching the gate. Another interesting feature, known as a machicolation, is a series of 
slits in the ceiling of a passageway that could be used to pour flaming oil and other noxious liquids onto people 
seeking to force their way into the castle.  

 

Figure 6. An Entrance to Malbork Castle (Markowsky, 2011)  

Note that castle defensive systems were not purely passive but featured opportunities to attack the intruders. This 
is a feature totally absent from most cyber-defense systems. In addition, castles included passageways and 
constructions to force attackers into particular areas where they could be attacked.  

Castles and the surrounding settlements, if there were any, were divided into security zones. Many castles had two 
sets of walls, with the inner walls being taller than the outer walls so that if an invader got past the first wall, there 
would be an even more powerful obstacle in the way. Furthermore, just because you lived in a castle did not mean 
that you could visit the crown jewels whenever you wished. Many cyber-defense systems are not sufficiently 
segmented into defense zones and allow access to many crown jewels for all users protected by the system. A free, 
useful guide to help you think about setting up defensive zones is Zero Trust Architecture (Rose, Borchert, 
Mitchell, & Connelly, 2020).  

Several obvious questions arise: Which is what are the entryways of your cyber castle? What constitutes the 
equivalent of an entryway into your cyber castle? If you cannot define what an entryway is, what are the prospects 
that you will be able to defend it? (Markowsky & Markowsky, Who's Knocking at Your Cybercastle's Gate?, 2012) 
provides a more detailed discussion of entryways and presents some simple tools that can be used to answer these 
questions.  

Avoid System Accidents  

Of the four principles that we enumerated for constructing a cyber-defense, this might be the least familiar. In 
Normal Accidents (Perrow, 1999), the sociologist Charles Perrow, introduced the concept of a system accident, 
which he called a normal accident. We normally tend attribute accidents to a particular individual or group of 
individuals. Perrow, however, argues that some accidents are the result of the way systems are set up and that 
while an individual might trigger a particular instance of the accident, it really was just a matter of time before 
someone triggered it. We will give two concrete illustrations of system accidents and then discuss the relevance of 
this concept to cybersecurity.  
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Perrow dedicates a chapter of Normal Accidents to the subject of marine accidents. In that chapter, there is a 
section entitled “Noncollision-Course Collisions.” In short, these are collisions that occur when two ships are 
initially on courses that would allow them to pass safely, but through maneuvering to make sure they do not 
collide, they end up colliding. He describes how navigational systems and conventions lead to these collisions even 
though we would consider these collisions to be the fault of the ships’ captains.  

The second example is that of the Mars Climate Orbiter mission launched in 1998. The project work was divided 
between NASA and Lockheed Martin. Here, a system accident resulted because the NASA team was using the 
metric system and Lockheed Martin was using the English system. As they say, “what can go wrong?” To make a 
long story short, the mission vehicle was lost because of “a navigation error caused by a failure to translate English 
units to metric” (NASA, 2019). One does not have to be an expert in rocket design to realize that having two teams 
using two different measurement systems is not a good idea and that problems would result. Undoubtedly, one 
could point to one or more individuals who failed to make the proper conversions, but this failure had a high 
probability of occurring because of the way the project was set up.  

System accidents can weaken a cyber-defense system without the defenders realizing that their defense has been 
compromised. An example of this is the 2006 Debian SSL Debacle described in (Markowsky G. , Was the 2006 
Debian SSL Debacle a System Accident?, 2013). SSL is the protocol that provides security to the websites that are 
accessed via https://. Through some miscommunication and poor documentation, a programmer trying to 
improve the SSL code instead drastically reduced the cryptographic strength of the SSL code. This left websites 
vulnerable to attack for over two years until the flaw was discovered and corrected. Disappointingly, even 150 days 
after the vulnerability was announced and a patch available, more than 40% of all vulnerable websites still were 
not patched. While there was little that a non-expert could do about the Debian SSL Debacle, it is important for 
cyber-defenders to stay on top of vulnerability reports and apply patches or other mitigations as they become 
available.  

We will conclude this section with a discussion of three situations in which it is possible to avoid system accidents. 
The first such situation is the system that passes for cybersecurity training in many organizations. We believe that 
such training is not effective and is sometimes counterproductive since it does not convince many people that 
cybersecurity is a serious pursuit. There are several simple ways to improve cybersecurity training that could be 
considered. One thing that can be done is to have frequent exercises in which various attacks are deployed 
internally and people asked to respond. Another is to offer rewards to people within the organization who report 
suspicious items in a timely manner or who pass internal tests in an exemplary manner. Whatever the costs of 
rewards, they might pale with the cost of a full-blown cyber-attack with ransomware.  

The second situation has to do with creating inefficient and difficult-to-use cybersecurity policies that encourage 
people to ignore them. For example, it is certainly good to log people out of sensitive accounts after a certain 
period of time, it is too easy to overdo this to the point of making a system difficult to use. At my university we are 
constantly being logged out of the student information system even when we are working on it.  

The third situation has to do with the top-level domain name system associated with the Internet. A top-level 
domain (TLD) name comes at the very end of a URL. All users of the Internet are familiar with the .com, .org, and 
.net top-level domain names. Most users are also familiar with some common top-level domain names such as 
.mil, .gov, and .edu. What many users are not familiar with, is the massive proliferation of top-level domain names 
as shown in Table 3.  
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Table 3. The Number of Top-Level Domains  

The problem with the proliferation of domains is that no one seems to be concerned about TLDs that are very 
similar to each other and which can be used to deceive unwary users. For example, .eu and .edu, and .career and 
.careers, are pairs of distinct TLDs, but it is easy to see how someone could confuse one for the other. For a full 
analysis of this problem see (Markowsky G. , The Problem of Interceptor Top Level Domains Revisited, 2017). A 
copy of this paper and the analysis for the May 29, 2021 set of TLDs is available at https://wp.me/p2xU3R-5x. 
While individuals cannot control the creation of TLDs, they can consult the analysis of these TLDs to assess the 
impact of this system on the cybersecurity of their domains. If an attacker can confuse people with a similar 
enough domain name, the attacker can intercept email and other important communications and wreak havoc on 
unsuspecting users.  

Conclusion  

This paper argues that our current approach to cybersecurity is not working and that we need a new approach to 
defending ourselves in cyberspace. The paper argues that cyber-defense needs to be taken seriously by all 
members of an organization. To that end, it puts forward four principles that can be applied by all members of an 
organization to produce a more robust cyber-defense and to limit damages when cyber-defenses are penetrated. 
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ABSTRACT  

With the digital transformation of healthcare organizations, healthcare information systems have become more 
vulnerable to internal and external cyber threats. These healthcare information systems generate, process, store, 
and share an enormous amount of electronic medical and patient data. The ever-increasing data breach incidents 
in the healthcare provider sector are exposing their clients’ personal, financial, and medical data to 
cybercriminals. While there have been studies on trends of data breach incidents, there is a lack of research on 
relationships between data breach locations and data breach types in the healthcare provider sector. A multiple 
regression model is used to analyze what types of data breaches take place at data breach locations in the 
healthcare provider sector.  

Keywords: data breach; healthcare provider; cybersecurity; regression  

1. INTRODUCTION  

With the enactment of the Health Insurance Portability and Accountability Act of 1996 (HIPAA) (U.S. Department 
of Health and Human Services, 1996), industry-wide digitization of private health data has been going on in the 
past two decades. Under HIPAA, HITECH, and other related regulations, organizations in the healthcare industry 
began to ramp up the digitization of various healthcare services and business processes. Recent advances in the 
areas of big data, cloud computing, wireless technologies, and mobile computing have called for a renewed 
analysis of data breaches. (Patil and Seshadri, 2014). The identification of evidence-based effective data security 
practices should be made a research priority (Bai et al., 2017).  

Figure 1 and Figure 2 show various breach locations and types associated with the healthcare providers, 
respectively. Figure 1 shows that in 2011 “Laptop” is the most frequent data breach location and “Electronic 
Medical Record” is the least frequent breach location. However, in 2019 the ranks are changed with “Email’ as the 
most frequent data breach location and “Laptop” as the least. Regarding data breach types, Figure 2 shows that in 
2011 “Theft’ is the most frequent data breach type, and “Improper Disposal” is the least frequent data breach type. 
However, in 2019 “Hacking/IT Incident” is the most frequent data breach type, while "Improper Disposal" 
remains the least frequent. The trend indicates over the nine years, the paradigm of data security shifts from 
physical security to cybersecurity. 
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Figure 1. The Trend of Healthcare Providers’ Data Breach Locations  

 

Figure 2. The Trend of Healthcare Providers’ Data Breach Types  

Against the backdrop of rapidly evolving information technologies and data security challenges, this study 
attempts to fill a research gap by developing a research model in the healthcare provider sector and analyzing 
publicly available data breach incidents. In Section 2, past studies are reviewed and research gaps are identified. 
In Section 3, the research methods are presented. In Section 4, regression analysis of relationships is conducted in 
terms of the frequency of data breach incidents between data breach types and data breach locations. In Section 5, 
the findings and practical implications are discussed.  

2. LITERATURE REVIEW  

Using publicly available Office for Civil Rights (OCR) data, several studies investigated various aspects of data 
breaches. Early studies on data breaches in the healthcare industry reported very different patterns of data 
breaches from those of the current data breaches. Ayyagari (2012) found that data breaches related to hacking 
were decreasing, whereas those related to the human element were increasing (Ayyagari, 2012). Another study 
reported theft and loss constituted the major types of data breaches, and removable/portable devices, desktop 
computers, and laptops were the top sources of the data breaches (Wikina, 2014).  

Recenlty, McCoy and Perlis (2018) reported that the frequency of data breaches posted to the HHS OCR had 
increased between January 1, 2010, and December 31, 2017, and the largest number of medical records affected 
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were accessed via a network connection. These studies employed descriptive statistics and did not investigate the 
underlying causes of the data breaches.  

Other studies focused on how organizational characteristics affect data breach incidents. McLeod and Dolezel 
(2018) modeled exposure, security, and organizational factors to determine associations with healthcare data 
breaches using binary logistic regression. Results indicate exposure, security, and organizational factors 
significantly associated with healthcare data breaches. However, because of the use of loosely associated data sets, 
the results of this study showed a small amount of explanatory power.  

Gabriel et al. (2018) showed pediatric hospitals and teaching hospitals were associated with an increased risk of 
data breaches compared to other types of hospitals. However, detailed characteristics of an individual hospital are 
not useful in predicting data breaches. Bai et al. (2017) also found that hospital size and major teaching status 
were positively associated with the risk of data breaches (P < .001). Because organizational characteristics have a 
small amount of explanatory power, these results are not of much help for data breach management.  

Data breaches can result in significant costs for the affected organization with an overall negative effect on 
shareholders’ wealth (Gatzlaff and McCullough, 2010). Kwon and Johnson (2015) found that while data breaches 
do not affect patients’ short-term choices, the cumulative effect of breach events over three years significantly 
decreases the number of outpatient visits and admissions. The cumulative effects in competitive markets are 
significantly larger than those in non-competitive markets.  

This study attempts to fill a research gap by addressing two research questions: (1) are there any significant 
relationships between data breach types and data breach locations in the healthcare provider sector? and (2) what 
are the most important data breach types that affect data breach locations?  

3. RESEARCH METHODS  

Multiple regression models with temporally aggregated data are used to learn how data breach types are related to 
the data breach locations. To prepare for the regression data, data breaches are aggregated into three-month 
periods over nine years. The publicly available data breach report was downloaded from the HHS OSR on October 
15, 2019. As of October 15, 2019, the number of data breaches reported to the HHS OSR breach database is 2,931 
(2,383 investigation-completed incidents and 548 under investigation incidents). This study focuses on data 
breach incidents taking place from October 16, 2010, through October 15, 2019. The data from October 21, 2009, 
to October 15, 2010, was dropped from the analysis to consider the lag time to the full effect of the 2009 HIPAA 
Breach Notification Rule.  

According to the definitions at the HIPAA Privacy Rule 45 CFR 160.103, a health care provider includes doctors, 
clinics, psychologists, dentists, chiropractors, nursing homes, pharmacies, and others only if they transmit any 
information in an electronic form in connection with a transaction for which U.S. Department of Health and 
Human Services (HHS) has adopted a standard (U.S. Department of Health and Human Services, 2002). 2,003 
data breach incidents are analyzed in the healthcare provider sector. When a breach incident involving multiple 
data breach locations or data breach types was reported, the breach was attributed to each reported category. 
Assume that a single breach incident reports all three data breach locations at the same time: email, laptop, and 
network server. Then, the incident is attributed to each of these three locations.  

This study analyzes the following three data attributes.  

(1) Breach submission date: Date when the breach was reported.  

(2) Type of data breaches: Hacking/IT Incident, Improper Disposal, Loss, Theft, and Unauthorized 
Access/Disclosure.  

(3) Location of data breaches: Desktop Computer, Electronic Medical Record, Email, Laptop, Network Server, and 
Paper/Film.  

4. DATA BREACH ANALYSIS  
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Multiple regression models are developed using R for the statistical analysis. Dominance analysis (DA) 
determines the dominance of one predictor over another by comparing their additional R-squared contributions 
across all subset models (Azen & Budescu, 2006). DA was used to determine the relative importance of data 
breach types in the regression models.  

The five independent variables are (1) hacking/IT incident, (2) improper disposal, (3) loss, (4) theft, and (5) 
unauthorized access/disclosure. Three-month aggregation of the 9-year data was made to generate 36 data points. 
The six dependent variables are (1) network server, (2) email, (3) laptop, (4) desktop, (5) electronic medical 
record, and (6) paper/film. The proposed multiple regression model is as follows:  

𝑌′=𝑏0+𝑏1𝑋1+𝑏2𝑋2+𝑏3𝑋3+𝑏4𝑋4+𝑏5𝑋5, 

where 𝑌′ is the expected value of the dependent variable, X1 through X5 are independent variables for the five 
data breach types, b0 is the intercept, and b1 through b5 are the estimated regression coefficients for the five data 
breach types.  

Data Breach Types and Network Server  

Table 1 shows the beta coefficients of the five independent variables (i.e., data breach types) as well as their p-
values for the dependent variable, network server. The adjusted R-squared of the model is 0.8745. Three data 
breach types (hacking/IT incident, unauthorized access/disclosure, and theft) are positively associated with the 
dependent variable, network server.  

The multicollinearity test shows that the variance inflation factor (VIF) is less than 4.0 for the five independent 
variables and therefore multicollinearity is not an issue for the regression model. To uncover the individual 
contributions of the data breach types, the average contribution (AC) of each data breach type was measured with 
dominance analysis (DA) and is shown in the last column. Among the three statistically significant independent 
variables, the AC of hacking/IT incident (0.530) is the highest, followed by unauthorized access/disclosure (0.170) 
and theft (0.160).  

Table 1. Data Breach Types and Network Server: Regression, VIF, and AC 

 

Data Breach Types and Email  

Table 2 shows the beta coefficients of the independent variables as well as their p-values for the dependent 
variable, email. The adjusted R-squared of the model is 0.869. Hacking/IT incident is the only significant data 
breach type positively associated with email.  

Table 2. Data Breach Types and Email: Regression, VIF, and AC 
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Data Breach Types and Laptop  

Table 3 shows the beta coefficients of the independent variables as well as their p-values for the dependent 
variable, laptop. The adjusted R-squared of the model is 0.6171. Theft and unauthorized access/disclosure are 
positively associated with laptop. The AC of theft is the highest, followed by hacking/IT incident. This result 
indicates that theft is a major source of laptop data breaches.  

Table 3. Data Breach Types and Laptop: Regression, VIF, and AC  

 

Data Breach Types and Desktop  

Table 4 shows the beta coefficients of the independent variables as well as their p-values for the dependent 
variable, desktop. The adjusted R-squared of the model is very weak with 0.07179. Hence, the goodness of fit of 
the model is not acceptable.  

Table 4. Data Breach Types and Desktop: Regression, VIF, and AC 

 

Data Breach Types and Electronic Medical Record  

Table 5 shows the beta coefficients of the independent variables as well as their p-values for the dependent 
variable, electronic medical record. The adjusted R-squared of the model is 0.5899.  

Unauthorized access/disclosure and hacking/ IT incident are positively associated with a data breach of electronic 
medical record. The AC of unauthorized access/disclosure is the highest.  

Table 5. Data Breach Types and Electronic Medical Record: Regression, VIF, and AC   
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Data Breach Types and Paper/Film  

Table 6 shows the beta coefficients of the independent variables as well as their p-values for the dependent 
variable, paper/film. The adjusted R-squared of the model is 0.4066. Unauthorized access/disclosure and 
improper disposal are positively associated with paper/film. The AC of unauthorized access/disclosure is the 
highest, indicating that the unauthorized access/disclosure is a major source of paper/film data breaches.  

Table 6. Data Breach Types and Paper/Film: Regression, VIF, and AC 

 

In Table 7, a correlation matrix of the data breach locations in the healthcare provider sector shows a strong 
positive correlation of 0.7972 between network server and email, 0.7530 between network server and electronic 
medical record, and 0.5660 between email and electronic medical record. The high correlations indicate that the 
data breach incidents of the network server, email, and electronic medical record are occurring in similar ways 
over the nine years.  

Table 7. Correlation Matrix: Healthcare Provider Sector 

 

5. CONCLUSION  

The landscape of data breaches in the healthcare industry evolves rapidly and dynamically. The protection of 
patient data became a moving target due to the variety of attack methods employed by hackers. Understating 
relationships between breach types and data breach locations will help healthcare organizations be more proactive 
in data breach management. The trend analyses of data breaches show that over the nine years, the paradigm of 
data security shifts from physical security to cybersecurity.  
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This study argues that a practical way to minimize data breach incidents is to analyze sector-level data breaches 
and use the findings as a guide for individual organizations to develop data breach management. Multiple 
regression models were developed to identify relationships between data breach types and data breach locations 
in the healthcare provider sector. It is observed that (1) hacking/IT incident and unauthorized access/disclosure 
are significant data breach types for network server, (2) hacking/IT incident is a significant data breach type for 
email, (3) theft is a significant data breach type for laptop, (4) unauthorized access/disclosure is a significant data 
breach type for electronic medical record, and (5) unauthorized access/disclosure and improper disposal are 
significant data breach types for paper/film.  

With the findings, an individual healthcare provider can develop a unique data breach management plan and 
prioritize investment budgets for high-impact data security projects. If employees have a better understanding of 
security threats, they will be better prepared to protect their healthcare systems from internal and external 
threats. 
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 Abstract  

Hand-on exercises are an important part of cybersecurity education. This paper describes a pair of exercises used 
in an online undergraduate cybersecurity course. These exercises are simulations based on material in the NIST 
Cybersecurity Framework and engage students in risk management decision making. The simulations are written 
as web-apps, are freely available, and easy to deploy.  

Introduction  

Cybersecurity education is about more than rote memorization of terminology and acronyms. Effective education 
requires that students be able to evaluate, synthesize, and apply their knowledge to an ever-changing world. 
Cybersecurity exercises are a way for educators to help students gain these advanced skills. Cybersecurity 
exercises have already had enormous success with over a dozen national competitions hosting a variety of 
challenges for individuals and teams. Some common formats are capture-the-flag competitions, red-team / blue-
team challenges, and simulations of various environments.  

The two exercises described in this paper are (to our knowledge) unique in their coverage of NIST Cybersecurity 
Framework Functions and their emphasis on risk management. A custom web-application was designed and built 
to support these game-type exercises so they could be easily incorporated into an online cybersecurity course. The 
exercises were designed to promote communication, teamwork, and to be fun. The exercises were designed to be 
short, self-contained activities, with fixed durations of 15 and 75 minutes.  

In the remainder of this paper, we review the related work, provide an overview of the web-application that was 
created, and describe the two cybersecurity exercises.  

Related Work  

Active learning is widely recognized as a key part of cybersecurity education. These learning activities come in a 
wide range of approaches, goals, and components. These activities typically are not meant to replace, but to 
augment traditional classroom style learning. By creating opportunities for students to directly engage with the 
material, it improves their ability to retain, comprehend, and apply the concepts taught in the classroom.  

The Homeland Security Exercise and Evaluation Program (HSEEP 2004) published a commonly used 
framework for categorizing different types of exercises. Figure 1 is taken from their publication and 
illustrates the relationship between the different categories. They propose that organizations take a 
“building-blocks” approach to exercises, where learners progress through different types of exercises until 
they are fully trained. Exercises in the “Discussion-Based” part of the training program are meant to 
introduce learners to new concepts, techniques, policies, and procedures. In this phase of the training, 
examples are simplified and typically hypothetical. These first four categories have learning outcomes that 
follow a similar trajectory as the progression of outcomes in Bloom’s Taxonomy. The “Operations-Based” 
exercises provide more applied practice. In these learners gain experience with specific procedures and 
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skills used by the organization. In addition to the training aspect, these exercises may also be used to 
evaluate the policies, plans, and procedures of the organization.  

 

Figure 1. Types of cyber security exercises (HSEEP)  

Exercises also differ in the amount of resources needed to implement them. As you progress from the left to the 
right in Figure 1 the time and effort required increases. Typically, seminars and workshops are organized around a 
single topic, either introducing it or having a discussion based around it. Both tabletop exercises and games use a 
scenario-based approach to have participants apply what they are learning to a specific situation. One distinction 
between tabletops and games is that game exercises typically have a competitive component, whereas tabletops 
are more cooperative. Red Team vs. Blue Team exercises (that are conducted outside of the organization’s 
environment) are examples of games and not tabletop exercises. The exercises described in this paper are in the 
game category since students work competitively in teams and it is based in a simplified, hypothetical 
environment.  

Software System  

System Requirements  

The target audience for this software was the students in an online undergraduate cybersecurity course. We 
wanted to provide students with hands-on exercises related to the NIST Cybersecurity Framework. The number of 
students in the class is under 50, thus the software could be designed to expect that as the maximum number of 
simultaneous users.  

The specific scenarios to be simulated were not fully identified beforehand, thus the software needed to have a 
high degree of flexibility to accommodate different configurations. In addition to the course learning objectives, 
we were trying to design activities that were fun. Thus, we expected that we would need to revise and tweak the 
scenarios as we received feedback from the students (and during playtesting in development). From the 
beginning, it was envisioned as a discrete event simulation. The data and computational requirements of the 
simulation were expected to be modest since the data is primarily text based and no complex calculations are 
being performed.  

Since the cybersecurity course was online and students did not have to have any required hardware or software it 
was important to support almost any type of computing platform. Exercises were expected to be run by the course 
instructor as a part of an in-class activity. The activities would each be self-contained with no need to keep 
information between sessions.  

Design Choices  
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An HTML web-application was chosen as the best option to handle the varied computing environments that 
students have. A difficult decision was whether to make the application synchronous or asynchronous. A 
synchronous approach would be superior from a user interaction point of view, allowing real-time updates and 
better information sharing. The disadvantage was that it would have significantly increased the system 
complexity. Simultaneous access to the data would allow race conditions to occur and make both the back-end 
and front-end implementations more fragile. Given the resources available for development and the deadlines 
associated with the undergraduate course we decided to prioritize simplicity and use an asynchronous approach.  

Given the performance requirements and the choice of asynchronous interactions between the clients and server it 
was possible to simplify the server to being a single threaded process that handles all requests. If users on average 
issued one request every five seconds that would mean that the server would have at least a tenth of a second per 
request. Based on the envisioned scenarios and web server performance this architecture was deemed reasonable. 
This further meant that we did not have to have a separate database system to manage the data and that all 
scenario data could be stored in memory. We chose a Representational State Model (REST) for the interface 
between the client and the server.  

All communication and data storage used by the application is done through JavaScript Serial Object Notation 
(JSON). Scenario data is stored on the server and can be loaded or saved through an administrator account. There 
are no permanent user accounts, and user data is not saved between different exercises.  

Implementation Choices  

For the front-end, portability across devices was the primary consideration, thus we went with a simple HTML 
interface, only using JQuery for additional interface support. The interface is designed for a desktop machine 
mainly because the amount of information is more than would comfortably fit on a mobile device screen. The 
application has its own custom JavaScript code that implements the game functionality. Although we have not 
thoroughly tested against different browser configurations, we purposefully limited implementation to only 
standard JavaScript features. In running the exercises, we did not experience any client-side interface problems 
across a variety of computing environments.  

We implemented the back-end in Perl using the Mojolicious web framework. The framework handles the routing 
and other support services. Scenario data is stored in files on the web server and can be loaded by an 
administrator account.  

All software files are stored under a single directory. The Mojolicous framework provides a standalone web server 
that provides sufficient performance for our use with the undergraduate class. Thus, to install the web-application 
on a new machine all that is needed is to 1) install the Mojolicious framework, 2) copy the exercise software 
directory, and 3) run the standalone webserver. The framework also provides support for integrating the back-end 
with common web servers like Apache or ngnix if higher performance is needed.  

Exercises  

In this section we describe two exercises that we used with the cybersecurity class to provide hands-on activities 
related to the NIST Cybersecurity Framework and risk management.  
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Mini-Game Exercise  

The main goal of this project was to create short, 10–15-minute exercises that could be incorporated as in-class 
activities during a synchronous online course. The course met twice a week for 75 minutes per session and 
featured large group discussion of the readings and daily small group activities.  

Objectives  

The learning objectives for this exercise are to 1) reinforce understanding of the NIST Cybersecurity Framework 
Functions, 2) illustrate trade-offs associated with risk management, and 3) illustrate the importance of 
communication within the organization. Additionally, the exercise was meant to provide an avenue for students to 
interact with each other, become more actively engaged with the course material, and to have fun. In the rest of 
this section the students will be referred to as players to reflect their roles in the exercise.  

Approach  

A Defense-Oriented approach is used where players are trying to defend their company from cybersecurity 
threats. The players are grouped into equal sized teams (Figure 2) and cooperate within their team to coordinate 
their choices. Threats are randomly generated during the exercise, and each team faces the exact same events as 
each other. 

 

Figure 2. Players are grouped into teams of five in the mini-game exercise.  
 

Scenario  

The scenario presented to the players is that they are part of a small (12 person) indie game studio. The studio 
only recently became a success, and thus did not invest in any cybersecurity before the start of the game. The 
players’ mission is to improve the company’s security as quickly as possible. The studio has recently had some 
success and hence has become a target of recent attacks. Players are told that this is a “survival” type of game – the 
company will succumb to the attacks against it, their goal is to survive as long as possible. The winning team is the 
one that outlasts all the others. The game is a real time game designed to last for 15 minutes.  
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There are four types of actions players can take:  

• They can help their company by improving its ability to earn money (which is analogous to health in this 
type of scenario) by improving the company’s assets.  

• They can improve the company’s defensive capabilities which are represented as skill levels associated 
with the NIST Cybersecurity Framework Functions (Identify, Detect, Protect, Respond, Recover).  

• They can take short term actions related to a known threat.  
• They can improve their own skill levels which will make their future actions more effective.  

The user interface is all contained on a single screen, shown in Figure 3, and has six components.  

1. An informational display showing whether the player is currently busy performing an action, what the 
action is, how much time is left, and a progress bar that animates the countdown.  

2. The player’s skills, which correspond to their ability to improve the company’s assets or improve its 
security. Players can enable up to four skills at a time, which unlocks actions associated with it. The 
player’s skill level is only shown graphically and has a random amount of noise added to it to simulate the 
uncertainty associated with knowing one’s own skill level.  

3. There are two message logs, one for messages directed to the player individually, and one for company-
wide messages.  

4. A graphical representation of threats that are either active now or will soon be active. Noise is added to 
the graphical representation to simulate the uncertainty about the true threat level.  

5. A table showing the current value of the company’s assets and a graphical representation of the amount of 
defensive capability in each of the framework functions.  

6. The four actions that the player can take. The actions are randomly generated based on the skills the 
player has enabled.  

 

Figure 3. Annotated user interface for mini-game scenario.  

Game Rules  

An organization has employees, assets, and cybersecurity defenses. The assets represent major information 
resources critical to the organization’s mission. In the mini-game each asset is simply a name and value. The game 
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has a simplified model of the company’s business processes which uses the assets to generate income. Players 
always have a choice of four actions available. Each action costs time and money. The game is real-time and 
performing an action prevents the player from taking any other actions until it is completed. The player receives 
money to spend as a share of the company’s income. A player may also dismiss an action at the cost of some time.  

Threats are generated by the software system. Whether an attack succeeds depends on relative skill levels of the 
attack and the defensive countermeasures. Both are represented by gaussian distributions. Each attack makes 
several attempts against the defenses, and the number of successes is used as a lookup in the impact table for the 
effect that the attack has on the asset being targeted. In this game the impact is represented as a loss, either as an 
absolute value or as a percentage of the asset value. As time progresses threats become more frequent and have 
stronger impacts.  

Lessons Learned  

After the game is run there are a set of follow-up questions provided to the class for them to provide feedback on 
the exercise and to help guide them in reflecting on the experience. We have been refining the follow-up questions 
and the scenarios throughout the semester, so there are not any statistically significant findings to report. The 
exercise goals are to 1) improve students understanding of the Cybersecurity Framework Functions, 2) 
understanding of risk management, reasoning with incomplete information, and trade-offs between security and 
business processes, and 3) engagement and participation in the online course.  

Short-Game Exercise  

The software system can also be used to support a longer exercise of 60-75 minutes (a full class period). The short-
game exercise provides students with examples of controls and their relationship to the framework functions. The 
overall interface and feel are similar to the mini-game exercise. The main differences are: 

• Player roles are more differentiated, each player has access to different information based on their skills.  
• More details are modeled for assets, threats, and defenses, with corresponding changes to the actions 

available.  
• The game consists of four or five rounds with two phases. During the first phase players take actions to 

improve the company. In the second phase the system simulates a year’s worth of threats.  
• Teams are scored based on overall company performance and how well threats were handled.  

Conclusion  

Cybersecurity training games are a valuable resource for providing learning experiences for students. The 
exercises described in this paper provide exercises related to the NIST Cybersecurity Framework and risk 
management, two areas that do not have widely available exercises available. The game was also useful in 
promoting communication and teamwork skills in an online course environment.  
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Abstract 

With the increased sophistication and size of Distributed Denial of Service (DDoS) attacks, the necessity of a 
collaborative DDoS defense framework becomes more vivid to circumvent attack traffic within closer proximity of 
originating ASes (Autonomous Systems). However, existing collaborative frameworks lack due to relying only on 
end-systems to detect attack flows and employing static defense planning without concerning network 
uncertainties. This paper presents a collaborative and distributed DDoS defense framework to enact dynamic 
defense composition at real-time against strategical DDoS attacks. It enables automated collaborations among 
various upstream and downstream network entities. An autonomous agent assigned for a specific entity optimizes 
the entity's defense policy (i.e., local policy) using a Reinforcement Learning (RL) based decision model. This 
decision model integrates other agents' feedback to steer its policy towards optimal local configuration. All agents' 
objective functions ensure an orchestration among local configurations to compose a global optimal defense 
composition, that not only maximizes benign traffic serving but also drops attack flows at earliest possible. Our 
preliminary experiments show impressive potentials of the framework as a real-time autonomous defense 
optimizer. 

1 Introduction 

Despite extensive research efforts, DDoS attackers are still threatening all types of industries spanning from 
telecommunications to pharmaceuticals [6, 8]. Attackers adopt innovative approaches and tailor traffic to victims' 
vulnerabilities to launch intensified attacks [7].  

Traditional DDoS defense systems operate at deep downstream (i.e., closer to end-domains/hosts/servers), that 
attackers invalidate by congesting network transit links [20]. This necessitates the deployment of defense at 
upstream (i.e., closer to backbone infrastructure) points. On contrary, detecting stealthy attack flows that imitate 
benign traffic behavior (e.g., keeping low traffic rate) often requires deep behavioral analysis. However, it is 
generally unachievable at upstream points where traffic classifiers/inspectors are lightweight due to massive 
traffic load, that allow too many attack flows (i.e., high false negative) of stealthy attackers. Lightweight traffic 
inspection analyzes ow behaviors using time-series analysis for a short interval compared to a large interval 
window of deep behavioral inspection. Alongside traffic inspection, mitigation approaches such as traffic 
rerouting also need to be employed to defend stealthy attack flows [15]. Therefore, unsurprisingly, both industries 
and academia wish to develop collaborative DDoS defense frameworks. Such framework establishes 
collaborations among various network entities (i.e., ISP, AS, or enterprise network) spread across the network to 
enact dynamic DDoS defense composition with distributed responsibilities. 

A collaborative framework requires cooperation among downstream (e.g., higher-tier AS, ISP, end-domain), 
upstream (e.g., lower-tier AS, ISP), and same-tier network points. However, it raises two critical questions: (1) 
what will be economic models to establish such collaborations?, and (2) which defense action is appropriate for 
a particular flow at a particular network point and why? Though we hint at some incentives regarding the first 
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question, this paper focuses on the second question. This research considers two types of volumetric DDoS 
attacks: (1) direct link-flooding [12], and (2) victim-resource exhaustion, which send excessive traffic from 
distributed bots to disrupt critical services. The attacker can observe consequences of past attack actions and 
change strategies by tuning attack parameters such as traffic rate, bot distribution, and others. The current state-
of-the-art of collaborative DDoS frameworks are limited due to: (1) detection responsibility only at end-domain 
that link-flooding can easily defeat [26, 24], (2) non-transparent collaborations that conflict with enterprises' 
policies [18], (3) mandatory collaboration of source ASes that is sometimes infeasible [29, 14, 22], and (4) not 
addressing uncertainties in attack behaviors and critical decision parameters that restrict scope of decision-
making [20, 22, 23, 19]. Notably, this paper does not aim to present new DDoS attack detection approach; instead, 
it leverages existing detection approaches to defend DDoS effectively in collaborative and distributed manner. 

This paper presents a collaborative and distributed DDoS Defense framework to compute and deploy an optimal 
global defense configuration dynamically in real-time to defend adaptive and strategical DDoS attacks cost-
effectively. The global defense configuration maximizes the reachability of benign flows, while dropping attack 
traffic as soon as possible to minimize unintended network utilization. Fig. 1 illustrates an example scenario of the 
framework with collaborations among four ASes: AS1, AS2, AS3, and AS4, and an enterprise domain Oe. Each 
participating entity hosts an autonomous agent di that monitors its incoming traffic and executes optimal defense 
composition (represented by stack with different colors). As incoming flows at each entity are not identical, each 
agent computes its policy independently. Hence, in the figure, all stacks are different due to different defense 
policies and incoming flows. Each instance of the framework deploys a centralized ledger that all agents access to 
exchange information and signals among themselves. This ledger stores all this information with integrity to 
enable safe inter-agent communications. 

 

Fig. 1: Illustration of agents' collaboration with one assigned agent di for each participating entity (e.g., AS or end-
domain). Each di has a stack (column) with different color bands, that represents local defense configuration 
computed for its current flows. As an example, d1's defense configuration is shown. 

Each agent deploys three defense approaches: (1) traffic inspection that is the process of analyzing traffic behavior 
to assign a probabilistic risk score (ranging [0, 1]) based on deviations from normal behavior, (2) traffic rerouting 
that is the process of rerouting traffic through alternative links to ensure delivery of prioritized users, and (3) 
traffic forwarding that is traffic transmission through regular routes without inspection. At a specific time-
sequence t, the global defense configurations define (1) which traffic needs to be inspected?, (2) which inspected 
traffic needs to be dropped?, (3) which traffic needs to be forwarded?, and (4) which traffic needs to rerouted?, 
for each network entity to create a balanced ecology of distributed defense. 
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The next Section 2 describes the workflow and architecture of an agent, and Section 3 describes (in short) how all 
agents collaboratively compute the optimal global configuration. 

2 Architecture and Workflow of An Agent 

This section describes the workflow and architecture of an agent d1 that is responsible for entity AS1 using Fig. 2. 
In the figure, the local view represents the current condition (e.g., stable, intolerable) of d1 regarding traffic 
inspection, benign traffic disruption, and resource utilization at AS1. Using all downstream agents' local views, d1 
composes the global view/state. At a specific time t, d1 aims to dynamically determine the set of inspected flows to 
be dropped (F1d’) and forwarded (F1f’), and the set of new flows to be inspected (F1I), rerouted (F1R), and 
forwarded (F1f) at real-time. 

 

Fig. 2: An agent's (d1) Sequential Decision Process. d1 is responsible to optimize decision-making for AS1 

2.1 Agent's Memory Table & Categorizing Traffic 

This subsection describes the Memory Table and Categorizing Traffic of Fig. 2. Each agent maintains a memory 
table that contains its experience in dealing with specific traffic types. This table helps the decision-model to 
segregate flows subjected for different defense actions, according to the agent's previous experience. To clarify, 
using the table, the agent learns which type of action is more appropriate for a specific type of traffic flows. Table 1 
shows an instance of d1's memory table at t = 0, where each row represents a distinct traffic category/group 
categorized/clustered based on a set of traffic features. The upstream agents keep this set smaller to minimize the 
number of rows. Each row is associated with six decision parameters, where fp and dg define false positive rate and 
detection accuracy respectively of d1's inspection. Besides, cd defines confidence in traffic inspection that increases 
with experience of inspecting that associated category. Additionally, lf and ld define loss due to per GB benign 
traffic drop and delay. 

Initially, the table contains rows for normal traffic profiles, but it might contain attack profiles if real-world or 
empirical attack data is available. Each arrived traffic ow is categorized based on traffic properties to determine its 
group/cluster, and decision parameters of that group are considered as predicted values for that flow. An agent 
applies incremental weighted K-means clustering algorithm [21], which creates a new cluster if a flow's minimum 
distance from existing clusters is higher than the threshold. For example, Table 2 creates a new 
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Table 1: d1's memory table at time-sequence t = 0. This table initially contains clusters based on profiling of 
normal traffic behavior. The confidence is high because the agent was pre-trained based on normal traffic 
behaviors. The last two columns in traffic properties specify how frequently these values are seen in normal traffic 
flows. 

cluster based on a new experience of observing or inspecting a specific category. However, the agent initiates re-
clustering if too many clusters. 

 

Table 2: d1's memory table at time-sequence t = 1. A new cluster with ID (3), is created based on new inspection 
experience and feedback of downstream agents. Besides, attack traffic distribution X for cluster 1 and 2 are 
updated based on feedback of downstream agents. 

At the end of each t, d1 updates its memory tables based on feedback from downstream agents. For example, at 
Table 2, d1 updates X of first two clusters, and it updates fp and X of third cluster in Table 3. 

 

Table 3: d1's memory table at time-sequence t = 2. The false positive rate and X are updated based on feedback of 
downstream agents. 

Notably, traffic categorization with the memory table should not be confused with traffic inspection. Instead, d1 
uses it to determine the optimal set of flows for inspection, rerouting, or forwarding. Initially, d1 has less 
confidence in traffic inspection and emphasizes on traffic rerouting if required. With the passage of time, d1 gets 
more profiles (both benign and attacks) with ground truth (feedback) from downstream agents, that motivates d1 
for traffic inspection to offload inspection load at downstream. In the worst-case scenario, d1 has to perform more 
traffic inspection at initial time, despite having less experience. However, it is still more efficient than the 
traditional blind rate limiting approach. In the future, we plan to analyze such scenarios with diversified initial 
knowledge. 

2.2 Decision Model 
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This subsection describes the Decision Model of Fig. 2. After dropping all traffic of blacklisted sources (i.e., 
certainly known as attack sources), d1 applies a two-tier decision model to compute the optimal defense 
composition [16].  

RL Model (Tier-1): The first tier computes a coarse-grained defense policy at that mainly reasons the ratio of 
traffic flows for different defense actions. To clarify, it mainly concerns how much traffic rerouting, forwarding, 
and inspection the agent can handle at the current environment condition, considering the dynamic network 
behavior.  

The computed at consists of three parameters: (1) risk score threshold, (2) ratio of traffic rerouting riR, and (3) 
ratio of traffic queuing for inspection riI . d1 dynamically determines the threshold to drop inspected flows with 
higher risk score, considering the expected loss due to current false positive and negative rates. It also depends on 
the attack behavior and network condition, because, for example, allowing too much traffic by higher threshold at 
an extremely flooded network is more adverse than dropping benign traffic.  

Parameters riI and riR define how much traffic should be queued for inspection and how much traffic should be 
rerouted respectively, out of all arrived flows at AS1 during time-sequence t. The optimal values of riI and riR 
depend on uncertain environmental parameters such as risks of overwhelming itself or downstream defense 
agents, risk of dropping and delaying benign traffic due to inspection, rerouting cost due to reconfiguration and 
unanticipated delays, and others. However, it is infeasible to formulate all uncertain, dynamic, and correlated 
critical environmental parameters. Hence, d1 applies a model-free RL algorithm [27] to compute a defense policy 
that recommends optimal at at the current global view. RL is a sequential decision process that optimizes policy by 
maximizing accumulated rewards based on synchronous interaction with the environment. Importantly, d1 
observes the feedback after deploying at by tier-2. Based on feedback, d1 quantifies reward Rt that defines the 
consequence of the last defense action, which is then used to optimize RL-policy. Thus, using RL, the agent 
computes optimal defense policy through learning the environment. 

Deploying Defense Action (Tier 2): This tier transforms recommended at into fine-grained defense policies 
to deploy on its environment (in Fig. 2) at the end of t. These defense policies determine F1 f’, F1d’, F1I, F1R, and F1f 
by sequentially executing following actions: 

 

Fig. 3: An example of fine-grained defense policies computed by the agent d1 for current flows of AS1. 

• Dropping Inspected Traffic (F1 f’): This action drops those inspected flows that have higher risk score 
than the defined threshold at at.  

• Forwarding Inspected Traffic (F1d’): This actions forwards the inspected flows having lower risk 
scores than threshold. 

• Queuing Traffic for Inspection (F1I): Using memory table, it chooses that set of flows, that d1 can 
segregate between benign and attack flows with better accuracy and recall. The optimal F1I minimizes the 
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drop and delay of benign traffic, while having traffic volume r1I × VT. Here, r1I comes from at, and VT is the 
volume of arrived flows during t.  

Notably, upstream traffic inspector is generally lightweight due to massive traffic load and high 
computational requirement for collecting more ow information using SNMP, Netflow, and others [25]. 
Due to short window interval, lightweight traffic inspectors have higher false positive and negative rate for 
a specific traffic category than downstream inspectors. 

• Traffic Rerouting (F1R): The agent chooses those prioritized flows whose delivery to destinations are 
essential to avoid the high expected loss. The volume of F1R is approximately equal to r1R x VT, where r1R 
comes from at. 

• Traffic Forwarding (F1 f): From the rest of the currently existing flows, the agent chooses F1 f in a way 
that its volume does not exceed the available bandwidth while minimizing the expected loss. 

To determine different set of flows subjected for different actions, d1's decision-optimization leverages its memory 
table to reason over the risk of dropping and delaying benign traffic, and allowing attack traffic. Fig. 3 shows an 
example of d1's fine-grained defense policies executed at the end of t. 

2.3 Inter-agent Communications 

This section illustrates a scenario for reporting defense action and receiving feedback from downstream d5. 

• Reporting Actions on Traffic of Ingress Interfaces: After executing an action, d1 reports about 
past flows with executed actions to the centralized ledger after login. Fig. 4 illustrates reporting of two 
upstream agents: d1 and d2. 

 

Fig. 4: Agents reporting their actions on traffic to a centralized ledger, where the label represents the ground 
truth. 

• Traffic Analysis at End-domain: Downstream d5 provides ground truth (malicious or benign) for 
flows reported to ledger. In Fig. 5, traffic sampler samples traffic for deep analysis and puzzle-sending to 
label benign or attack flows. Besides, d5 receives feedback from disrupting benign operations. d5 considers 
a flow malicious if its source does not reply for sent puzzles assuming attack bots cannot solve puzzles 
(e.g., captcha). The sampler balances the trade-off between the computational overhead of deep analysis 
and the network overhead of puzzle sending. Notably, an agent addresses the probability of IP spoofing by 
considering flows with many traffic properties alongside the source address. Only surely known attack 
sources are included in IP blacklist stored in the ledger. 
Understandably, an agent may not receive feedback on allowing or dropping flows immediately after 
executing the action. However, this paper considers that an agent receives feedback within a few time-



16th ANNUAL SYMPOSIUM ON INFORMATION ASSURANCE (ASIA '21), JUNE 8-9, 2021, ALBANY, NY 
 

68 
 

sequences. In the future, we plan to integrate the probabilities of delayed feedback into the decision 
model. 

3 Overview of the framework 

This section discusses advantages and architectural components of the presented collaborative framework. 

 

Fig. 5: Labeling traffic reports of upstream agents (d1 and d2 in Fig. 4) based on deep analysis by end-domain 
agent d5. 

3.1 Advantages 

The presented collaborative framework can be deployed both at enterprise-level and AS-level, but establishing 
collaborations among ASes operated by different organizations requires clear economic incentives. Though 
discussing such an economic model is not in our scope, we point out some advantages of the framework. 

• Filtering out known attack sources at upstream ASes reduces traffic burden at both upstream and 
downstream network. 

• Link flooding attacks needs to be mitigated at upstream points. Besides, some attacks such as UDP 
flooding can be detected without deep analysis to reduce downstream traffic inspection burden. 

• Relaying information about potential attack sources or behavioral signatures towards upstream points 
creates an opportunity to circumvent attack traffic at their originating ASes, which will be tremendously 
beneficial economically. 

• This framework creates new business opportunities for all collaborating ASes and enterprise domains. 
The upstream entities can get incentive by offering defense-as-service to downstream entities. On the 
other hand, downstream network entities can minimize the cost of buying proprietary defense resources. 
Interestingly, a downstream ASes can charge upstream points for informing about newly detected attack 
sources or behavioral signatures. 

• An AS under DDoS attack can reroute its traffic through alternative routes owned by different ASes. Thus, 
while victim AS avoids network congestion, other ASes receive incentives for offering their spare 
bandwidth. 

The payment model at SIBRA can be used to enable collaborations [14]. Importantly, this framework only cares 
about its clients' flows who pay for defense services. For non-clients, it follows policies as written in their accords. 

3.2 Framework Components 
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This section describes the components (other than agents) of the framework. 

• Defense Planning Orchestration: While optimizing local defense configuration, each agent must 
concern about improving other agents' conditions. For instance, an agent must not forward all flows to 
downstream agents to avoid overwhelming their resources. Therefore, an agent's reward function must 
balance the trade-off between local and global gain to enable effective collaboration without 
compromising too much locally. The optimal global defense configuration maximizes benign traffic 
reachability, while minimizing the undesired network utilization by dropping attack traffic at the earliest 
convenience. Fig. 1 shows an example, where all agents' stacks compose a desired optimal global defense 
configuration. 

• Security: To establish secured co-operations, this framework can leverage smart contracts, digital 
certificates, or SSH key using public key infrastructure (PKI) to accept communications only from trusted 
and registered entities [24]. All messages are authenticated using the private/public key pair of an agent. 
Though it prevents the participation of malicious ASes, it is still a matter of concern about tackling a 
collaborative but compromised AS. One possible solution is to enact behavior monitoring by neighbor 
agents [17]. However, this paper assumes that any compromised agent can be detected based on their 
activities. 
The centralized ledger is secured-by-design using technologies such as Amazon Quantum Ledger 
Database (QLDB) [1], LedgerDB of Alibaba cloud [11], that can provide tamper-evidence, transparent, and 
cryptographically verifiable properties with a centralized approach [28]. We assume that only agents 
know the domain name of the centralized ledger, in order to minimize the risk of DDoS attack against it. 
Moreover, all communications are encrypted using protocols such as Transport Layer Security (TLS). In 
the future, we will investigate the security of the framework considering diversified attack approaches. 

4 Contributions & Preliminary Results 

In summary, this paper offers the following contributions: 

• A distributed framework with autonomous agents to optimize global DDoS defense composition 
dynamically at real-time through establishing transparent collaborations, that not only maximizes benign 
traffic serving but also reduces network utilization by dropping attack traffic at the earliest possible. 

• A two-tier decision models for an agent to determine optimal defense actions dynamically for each of its 
flows in a scalable way, through actively learning stochastic network behavior and integrating a 
feedback/experience loop using memory table. 

To evaluate the framework, we have designed a discrete-events simulator built upon OpenAI Gym [10]. We 
use RLib for multi-agent reinforcement learning [13], and are emulating real-world DDoS scenarios using 
available DDoS data sources [9, 2, 3, 5]. We consider a global behavior optimal if all entities are in stable 
conditions regarding benign traffic drop, traffic inspection, and resource utilization. This framework achieves 
the goal state if all agents remain stable continuously for a specific interval. Our preliminary results show that 
an agent converges to optimal policy faster with a rational initial policy. However, this framework struggles 
against completely unseen attack strategies. We plan to evaluate its performance against diversified benign 
and attack profiles using available data sources. In the future, we plan to evaluate it at a SDN-based testbed 
considering AS relationships [4]. 

5 Conclusion and Future Works 

This paper presents a collaborative and distributed framework that assigns autonomous agents to compose a 
dynamic and adaptive global defense planning in a distributed fashion. Using a RL-based decision model, an 
agent optimizes its defense policy autonomously at a stochastic environment without requiring complex 
formulation, deep domain knowledge, or human intervention. Its decision model considers both the local and 
global conditions to enable collaboration. Through a centralized ledger, agents provide and receive feedback to 
integrate into the decision loop. By distributed defense optimization, this framework can compute a dynamic and 
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adaptive global defense planning at real-time to confront strategical and adaptive attackers effectively, after 
reasoning over critical and uncertain environmental parameters. 

In the future, we plan to evaluate the framework in terms of gain and scalability. The gain concerns how much 
benign traffic is served without disruptions and how highly the network is utilized. Whereas scalability concerns 
how much time it requires to emerge an optimal global configuration. We plan to evaluate its robustness in cases 
of attack adaptions, unseen attack behaviors, and unexpected failures of participating entities. Moreover, we aim 
to scrutinize the privacy and security of it with emphasized focus. 
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 Abstract  

The field of cyber security is ever growing. To circumvent emerging threats, the cyber security discipline rapidly 
absorbs new concepts, technologies, and approaches. An area of increasing promise is artificial intelligence. The 
advent of big data, the commoditization of computing, and the increasing accuracy of machine learning 
algorithms collectively contributed to the rapid growth in this area. This study specifically looks at how artificial 
intelligence enhances the capabilities of cyber security personnel. It reviews mature uses of artificial intelligence 
and identifies new options for accelerating security processes. It considers where and how artificial intelligence is 
integrated into cyber security workflows. These areas are synthesized into a taxonomy of applications. The 
taxonomy consists of 11 application areas. Each area is analyzed in terms of maturity, complexity, risk of 
compromise, reliability, and data requirements. The results have implications for research and practice.  

Keywords: cyber security, artificial intelligence, personnel, management  

Introduction  

The field of cyber security is one which is constantly changing and rewriting its own rules. As attackers develop 
new capabilities defenders incorporate new solution of countering their risks. One area of increasing interest is 
artificial intelligence. This area has experienced a boom in recent years due to the proliferation of easily-
implementable machine learning algorithms, the advent of big data, and the availability of cheap computing 
resources. Artificial intelligence is a natural extension of information assurance. It extends the capabilities of 
cyber analysts and decision makers. It allows organizational security teams to perform better analysis, gain deeper 
incites and reach conclusions quicker. It offers the ability to rout cyber events and perform attribution as they 
unfold.  

Artificial intelligence is not new to cyber security. It has long been used to perform backend tasks such which were 
already automated. For instance, it is used in network intrusion detection to separate malicious packet flows from 
normal network traffic. It is also used in malware detection suites to identify malicious software. Further mail 
servers often use artificial intelligence to distinguish between SPAM / phishing messages and safe 
communications. In these areas it replaces less sophisticated technologies which were already automated.  

However, artificial intelligence is increasingly being used to supplement the efforts of humans engaged in 
information assurance activities. As it increases in reliability and accuracy, it is used to assist in decision making, 
analysis, inspection, and other activities which cyber analysts currently perform. These human centric activities 
are notoriously difficult to automate because of the nature of the unstructured data on  
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which they rely. However, new advances in artificial intelligence are creating opportunities for more advanced 
roles in the administration of organizational security. These areas are of particular interest because they represent 
the next opportunities for advancing the field of cyber security management.  

The purpose of this research is to review the state of the art of artificial intelligence and cyber security operations, 
and to identify areas of intersection. These areas form the basis of an exhaustive taxonomy of complementary 
cyber security activities. These activities are human centric in that they support the efforts of cyber security 
professionals. The selected areas are compared against a panel of 5 indices. The indices summarize the extent to 
which each area is implementable and of value for ongoing operations.  

The remainder of this manuscript is organized as follows: the following section is the background. It reviews 
related research on artificial intelligence and information assurance. The conceptual development section follows 
the background. The methods section describes the method of taxonomy development. The results are then 
presented. This includes a review of the proposed taxonomy and its various application areas. Finally, 
implications and concluding comments are offered.  

Background  

The intersection of computational intelligence and cyber security has yielded valuable tools for intrusion 
detection, malware identification, fraud activity, and spam filtering. Interestingly, the majority of the work in this 
area has focused on improving the efficacy of existing tools rather than creating new solutions.  

For instance, a common application of artificial intelligence in cyber security is for the analysis of network traffic. 
Network intrusion detection systems identify malicious network activity and attempt to parse it from benign 
traffic. Many intrusion detection systems have implemented machine learning models due to their ability to adapt 
to new and evolving attacks. One example system (Lu et al., 2013) proposed a unified solution which incorporated 
genetic algorithms for misuse and anomaly detection. The program sought to improve genetic network 
programming to hasten rule pruning and merging.  

Another a network intrusion detection system achieved a high level of computational intelligence using a 
combination of learning techniques (Subbulakshmi et al., 2010). The proposed system used artificial neural 
networks, support vector machines, and regression to detected distributed denial of service attacks. The results 
indicated that the highest accuracy was obtained when feedback from SVMs was prominently weighted. A third 
network intrusion detection was developed in 2011 (Sedjelmaci & Feham). It used clustering to reduce the amount 
of information and organize the data set. It then used support vector machines with misuse detection techniques 
to identify instances of malfeasance. It was able to detect brute force attacks such as Denial of Service but it could 
also detect subtle events such as probes.  

Artificial intelligence has also been used to expand the capabilities of malware detection systems. These systems 
existed long before the dissemination of artificial intelligence of possible. The learning capabilities inherent in 
artificial intelligence makes it difficult for even the most subtle malware to evade detection. In 2006 Kolter and 
Maloof determined that breaking data into n-grams and using boosted decision trees to classify malware is more 
effective than approaches which rely on Naïve Bayes classifiers and support vector machines. Association rules 
and rule mining was used in another study (Ye et al., 2007). It used automatic extraction of decision rules of 
execution sequences to distinguish between malware and clean program files. Separately, Hidden Markov Models 
were used to detect whether a given program file is a variant of a previous program file (Chouchane et al., 2008). 
The interpretation of the sequence led a proposed system to classify a program as safe or malicious. The most 
subtle malware is capable of morphing to evade detection. However, machine learning techniques such as neural 
networks can be used to detect such activity. This is evidenced in a pattern recognition system (Santamarta, 
2006). Virus behavioral patterns were detected using self-organizing maps in another learning system (Yoo, 
2004). This malware detection system is unique in that it incorporates visualization into its classification 
methods.  

There are numerous other examples of machine learning being used to improve information assurance controls. 
As previously noted, they tend to be extensions of existing capabilities rather than new categories of tools.  
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Conceptual Development  

Although there are ample surveys of artificial intelligence which treat the information assurance field, these 
studies tend to neglect the role of AI in automating cyber security workflows. This is unfortunate. Understanding 
how cyber security professionals do their job and where artificial intelligence could enhance their efforts is an 
initial step in solution building.  

Thus, the purpose of this research is to first identify applications of AI in cyber security management. Next it 
classifies them into groups based on similarities and differences. When nomologically complete, the classification 
will form a taxonomy. This will enable researchers to study the relationships among the application areas, 
establish common vocabulary, and understand the complexities of the problem space.  

The approach for building the taxonomy follows the method described by Nickerson et al., (2009). The taxonomy 
will be compromised as a set of dimensions, each consisting of mutually exclusive and collectively exhaustive 
characteristics. Each domain instance will fall into one and only one dimension. The goal is to develop a taxonomy 
with a set of AI application areas in which each area has a set of characteristics that sufficiently describe its 
instances within the generalized domain.  

The purpose of this research is to arrive at a taxonomy which is useful rather than theoretically “pure.” The 
taxonomy development effort will aspire to four important attributes. (1) It will be concise. The number of 
dimensions and the characteristics within each dimension should not be overly extensive. (2) It should be 
sufficiently inclusive. It should contain only enough dimensions to be interesting and useful. (3) It should be 
exhaustive. The AP application areas should be stated in a way which comprehensively summarizes the problem 
space. (4) It should be extendable. It is expected that as new developments occurs, this taxonomy will require 
modification.  

Thus, the development effort begins with a standard definition of artificial intelligence. For this research, artificial 
intelligence is defined as computer software which is able to perform tasks that normally require human 
intelligence, such as visual perception, speech recognition, and decision-making. It then defines cyber security 
management. This includes the operations associated with monitoring and protecting organizational assets, 
personnel data, and business systems. Therefore, the meta-characteristic for this taxonomy is the between AI and 
cyber security administrative processes.  

The taxonomic development process begins with a listing of generic cyber security operational activities. These 
activities outlined by the International Information System Security Certification Consortium, or (ISC)². They 
were listed as core operational functions of the CISSP (Certified Information Systems Security Professional). It is 
noted that this list of 15 activities provides a reasonable starting point although it is not necessarily exhaustive. 
They are: outlined in Table 1 (below). 
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A second round of searches is then conducted to identify those operational activities in which artificial intelligence 
is used. A separate search is performed for each of the 15 areas. For each area, an effort was undertaken to 
determined if and how artificial intelligence is used. The results of this search indicate that not every aspect of 
cyber security administration is enhanced by artificial intelligence. The areas for which there are known 
applications of AI are listed below:  

• Complying with investigations  

• Conducting logging and monitoring activities  

• Performing configuration management  

• Conducting incident response  

• Operating and maintaining preventative measures  

• Managing physical security  

• Addressing personnel issues  

Although these areas collectively summarize the applications of AI in cyber operations management at present, 
there is every reason to believe this will change with future developments. Further, excluding areas  
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for which there list a lack a development would be a disservice. Pointing out these areas as opportunities for future 
development would be of more utility. Hence, the first dimension in the taxonomy is maturity. This is an 
indication of how well establish artificial intelligence is within each application space. The sub categories are not 
established, early stages, mid development, and mature.  

Another distinguishing feature of these areas is the complexity associated with implementing the artificial 
intelligence. Some aspects of cyber security administration are more amenable to machine learning than others. 
For instance, activities such as monitoring are less complex because they deal with highly structured data, have 
easier knowledge representation, and labeled data sets are available. Application areas with more inherent 
complexity present a tougher case for AI implementation. Hence, complexity makes another useful dimension. A 
given application space could consist of low, medium and high complexity.  

Given that threat countermeasures are often targeted in the first line of attack, they must be relatively impervious 
to manipulation. However, this is in direct juxtaposition with artificial intelligence, which be design is responsive 
to external conditions. Careful perturbations by attackers could impair the effectiveness of machine learning 
algorithms. Over time they could be desensitized to behaviors which they are designed to prevent. This is an 
important characteristic. Thus, the third dimension in this taxonomy is susceptibility – the degree to which 
artificial intelligence in an application area is vulnerable to malicious manipulation. This is a factor of the 
environment. If a machine learning algorithm is deployed in a position where is can be directly manipulated it is 
far more susceptible to attack. It should consist of the following categories: low, medium, and high vulnerabilities.  

Not only must the artificial intelligence-based solutions be trustworthy, they must also be reliable. Machine 
learning solutions which are prone to drift, inaccuracies, and large degrees of variance are little value in practice. 
Consistently accurate solutions are prized. It is important to understand if a given application space is plagued 
with solutions which offer little in the way of reliability. Therefore, the fourth dimension is reliability. The 
categories are low, medium, and high reliability.  

A final point of comparison is data requirements. Some machine learning algorithms do not require training 
before implementation, some require training data, and some require training data with labeled dependent 
variables. Hence, data requirements is the fifth dimension and categories are those previously listed. This 
information is important. In theory it may be possible to obtain vast data sets with labeled training data. But in 
practice they may be unobtainable. Data requirements have proven to be a major limiting factor in the use of 
artificial intelligence to solve real-world problems.  

Results  

The resulting taxonomy is based on the intersection of artificial intelligence and cyber security administration. It 
consists of the 5 dimensions which were previously introduced. In summary, the dimensions are maturity, 
complexity of the application area, susceptibility to malicious manipulation, reliability, and data requirements. 
Within each dimension there are multiple categories for classification. A given application will be classified 
according to its proximity to a related category. It is expected that new developments will change the 
classifications within a given application area. It is further possible that new application areas will be added to the 
taxonomy over time. Accordingly, the taxonomy was designed to be amenable to such changes.  

The proposed taxonomy is depicted in Table 2 (next page). The original 15 application areas are retained with a 
few modifications. Namely, those cyber security administration tasks which involve IT disaster recovery were 
compressed into a single application space because they lack discernable attempts to integrate artificial 
intelligence. The classification of application areas was performed following analysis of the articles which 
described the applications of artificial intelligence in each area. The relevant features were summarized in order to 
populate the taxonomy. 



16th ANNUAL SYMPOSIUM ON INFORMATION ASSURANCE (ASIA '21), JUNE 8-9, 2021, ALBANY, NY 
 

78 
 

 

Conclusion  

Studies of artificial intelligence in cyber security are becoming pervasive. However, much of the attention is 
focused on enhancing traditional cyber security software (e.g., firewalls and anti-malware). The research is tool-
centric rather than task-centric. In contrast, this research is one of the first studies to focus on how artificial 
intelligence is integrating into cyber security administration. By focusing on cyber security workflows instead of 
enforcement tools, it is possible to observe which areas are mature and which are opportunities for future research 
and development.  

This research not only investigates the intersection of artificial intelligence and cyber security administration, it 
also provides a taxonomy of the findings. The taxonomic development method follows the design science 
paradigm. It combines empirical and deductive approaches to development in order to arrive at a more 
theoretically grounded artifact. The iterative process resulted in a structure which included eleven application 
areas. These artificial intelligence application areas were reduced from an original list of fifteen areas suggested by 
the System Security Certificate Consortium. The original items summarized the operational tasks required of 
CISSP certified cyber security professionals. The eleven remaining items can be compared along five dimensions. 
The dimensions include maturity, complexity, susceptibility, reliability, and data requirements.  

Further research in this area can follow several paths. One is to extend the taxonomy to include additional 
applications areas. Over time it is expected that the functions which a cyber security administrator performs will 
chance. This will result in modifications to the main workflows listed in the taxonomy. Likewise, there will be a 
continuous need to update the taxonomy as artificial intelligence is better adapted to the different application 
areas. A final research path is to create new applications for cyber security within the various  
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workflows. A review of the taxonomy would indicate that areas such as disaster recovery, change management, 
applying resource protection, and configuration management lag behind others when it comes to artificial 
intelligence. Doubtless, advanced in data structuring and knowledge organization will drive improvements in 
these areas. Work should continue. Advances in cyber security administration are a global driver of economic 
development.  
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Abstract 

Covert channels are designed to mask that information is being transmitted. In this paper we explore a covert 
channel that exploits a weakness in human biology to transmit information. The channel uses dots printed in 
yellow ink at a very small size to evade detection. Information is encoded into the dots’ formation as a QR code to 
provide resiliency for errors in the printing and scanning process. 

I. INTRODUCTION 

The term “covert channel” was originally used by Butler Lampson to describe a method of communication that hid 
not only the message, but also that a message was being sent at all. These channels are most commonly used (or 
exemplified as) malicious attempts to exfiltrate data or hide command-and-control streams. This is not their only 
use; examples have been made for using them to detect man-in-the-middle attacks [1]. Channels are often 
grouped into three types: storage, timing, and behavioural. Storage channels act like a dead drop in which data is 
stored then recalled at a later time. Timing channels operate by the delay between two signals. Behavioural 
channels are the most complex, as they use the sender’s behavior to encode data - for example, through player 
moves in a turn-based board game [2]. 

The channel proposed in this paper is a storage-based channel that takes an analog approach to storage by 
embedding the information into the printout on a piece of paper. 

[Keywords – covert channel, QR code, luminance contrast, computer security] 

II. BACKGROUND 

There are three areas that this channel is based around: printers, visual contrast, and QR codes. 

A. Printers 

Electronic printers have existed since the 1960’s, and today a simple all-in-one printer with a scanner can be 
bought for under $50. Modern printing technology is divided between two types of printers: inkjet and laser. 
Inkjet printers rely on liquid ink, while laser printers use a powdered ink called toner. The specifics of the process 
of printing for each is not important, but a color-printing version of either can print at upwards of 600 dots-per-
inch (DPI). Additionally, many printers have a border of about 0.5in outside of the printable area on all sides of a 
sheet. This was not a major limitation, but it does impact bandwidth. 

Many home and office printers also include a built-in scanner. While human vision is vulnerable to low luminance 
contrast [3] (see section II.B: Visual Contrast), scanners will still be able to scan small areas of color (assuming 
they are configured correctly). 
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1) Tracking Dots: Printers have been documented to use a forensic watermark in the form of small, yellow dots for 
several decades. In June of 2017, online news website theintercept.com published confidential documents 
obtained from then-contractor to the NSA, Reality Winner. Winner’s arrest came within several hours of the 
documents being published. In addition to other links to her identity, tracking dots were visible on the published 
documents that could have been used to trace the printer’s serial number, as well as the date and time of the print. 
[4] 

B. Visual Contrast 

The ability to see color is given to us by “cone” cells in our eyes. Cones come in three types, long-wavelength, 
medium-wavelength, and short-wavelength. These correspond to red, green, and blue light respectively. The 
majority of cones are L-cones and M-cones, with only 7% being S-cones [5]. This disparity makes it easy for 
humans to see changes in red and green light, but requires a larger change in blue light to be noticeable [3]. 

One of the major standards for depicting color in computers is the Red-Green-Blue, or RGB, notation. This lines 
up very well with the cones in human eyes. The color yellow can be shown as “255,255,0”, meaning it has full 
brightness on the red and green spectrum but no brightness on blue. Because humans have difficulty seeing 
differences in blue, the change between yellow and white (“255,255,255”) will likely be overlooked if the yellow 
area is small enough. 

C. QR Codes 

The QR, or Quick Response, code was invented in 1994 by DENSO WAVE as a 2D replacement for barcodes that 
could be read at high speeds. The reading speed, in conjunction with DENSO WAVE’s commitment to not 
exercising their patent right, has caused the QR code to spread as a popular method for encoding data across the 
world.[6]. It was codified as ISO/IEC 18004 in 2015[7].  

QR codes can store four types of data: numeric, alphanumeric, byte, and Kanji. There are several versions of the 
QR code, but for the purposes of this paper we will focus on the standard “QR code model 2”. These codes can 
store up to 2,953 byte’s worth of data. 

Data is encoded into an array of “modules”. The number of modules, along with the capacity of the code, is 
defined by the code’s “version”. Version 1 uses a 21 by 21 module grid, while Version 40 (the highest version) uses 
a 177 by 177 module grid. For the purposes of this paper, Version 14 was selected as a balance between capacity 
and covertness[8]. 

DENSO WAVE has developed an encrypted covert channel built into QR codes called “SQRC”. These specialized 
QR codes appear the same as standard QR codes and will scan a normal message when scanned without a 
cryptographic key, but will scan a separate messaged when scanned with the key. The codes appear the same as 
standard codes allowing the presence of the extra data to be hidden. The company advertises this technology for 
usage such as hospitals (for confidentiality) and entertainment events (for forgery detection) [9]. 

1) Error Correction: A very important factor in choosing to use the QR code was the built-in error correction 
features. QR codes use four levels of error correction, L, M, Q, and H, which correspond to approximately 7, 15, 25 
and 30 percent correction respectively. This is provided by appending Reed- Solomon code to the original code. 
However, this comes with a cost to the capacity. At our selected version, level L will allow us 667 alphanumeric 
characters, while level H will only allow 283[8]. 

Level H was selected for this channel because of the high likelihood of issues in printing or scanning. 

III. SIMILAR WORKS 

In their paper, Printer and Scanner Forensics, Chiang et al covered several examples of document-level 
information encoding for printers. One such example was line or word shifting, in which small changes to the 
distance between lines or words would be used to encode data. Another example that is closer to the one covered 
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in this paper is the use of watermarks, though it is not elaborated on beyond the general idea. Their paper also 
covers some printer-level encodings[10]. 

The line-shifting method of encoding was further explained and tested by Brassil et al. They implemented the 
lineshifting encoding and discussed the potential limitations of the method, as well as similar methods. They 
showed that line-shift encoding was a viable option for a printed covert channel [11]. Mark Owens notes some 
historic examples in his paper, A Discussion of Covert Channels and Steganography, including the use of 
“miniscule[sic] dots of invisible ink” in World War II. The dots would be put above letters that were part of the 
covert message. He also proposes a printed channel using the least-significant bits of an image to encode the data 
[12]. 

 

Fig. 1: An example of a dot shifting upward and left to avoid overlapping with a printed letter. 

IV. METHOD  

Firstly, as a form of pre-implementation research, a “test document” was created with yellow dots at sizes varying 
from 1mm to 0.1mm to determine if: a) what the smallest size was at which the printer could print, and b) the 
largest size that could be easily seen. This test found that small printing was not an issue, and the dots were fairly 
difficult to see at under 0.3mm. 0.15mm dots worked in tests, but 0.25mm worked better for lower-quality 
scanners.  

The following subsections will cover a high-level explanation of the encoding and decoding process. 

A. Encoding 

To begin, the covert message is converted to a Version 14 QR code. When represented as a monochrome bitmap, it 
can be read similarly to a 2D Boolean array. Next, the “cleartext” document is converted into a bitmap at a set 
DPI. This allows collisions between dots and text to be detected on a grid. A new bitmap with the same dimensions 
as the cleartext document is created. The QR code array is then represented as a grid of yellow dots (or lack 
thereof) on the blank bitmap. Each dot is represented in a number of pixels of approximate size to 0.25mm. 

In order to prevent overlapping or colliding pixels, the intended center of each QR module’s dot location is 
evaluated. If it is above the medium RGB value (represented as “128,128,128”) (closer to white), the dot is placed 
in that location. If it is lower (closer to black), then the location one fourth of the distance between center points of 
two modules is checked in each diagonal from the center with the same high/low value check. The top left, top 
right, and bottom left corners of the QR code are exempt from this check to prevent interfering with scanning for 
corners in the decoding process. If any more collisions are detected while adding the remaining pixels, a dark 
yellow value is used in place of the standard value. This is done to avoid the appearance of a printing error in the 
final document and resulting printout. 

The QR dot representation bitmap is embedded into a PDF file. That PDF file is then overlayed on the original 
cleartext document. It is now able to be printed. 
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Fig. 2: Left: Excerpt of a QR code. Center: The same excerpt, but with dots added to center of each module to 
mimic the channel’s encoding. Right: Code excerpt as dots. 

B. Decoding 

The decoding process begins by converting a PDF of the scanned document to a bitmap. The corners of the QR 
code can be inputted manually (it is not difficult to find them using raster graphics editing tools such as GNU 
Image Manipulation Program), or can be found automatically by the “corner search algorithm”. 

The “corner search algorithm” will scan at a perpendicular angle to the corresponding corner, iterating inward. 
This was done to prevent false positives in cases of extreme skew/translation. Once it has found a “yellow” pixel, 
that pixel is marked as the corner of the QR code. This is done for the top left, top right, and bottom left corners. 
Finding the bottom right corner is not necessary, as the grid may be resized, rotated, or translated, it will never be 
skewed in a way that causes the sides to no longer be parallel. 

The location of these corners are very important (hence allowing an override for the corner search algorithm), as 
they are used to determine the location of every other module dot. Firstly, the new distance between modules 
(nicknamed “block size”) must be found. The block size for the y and x values are given by 

%&'((')	+,-(.	/('0	+,-(
12	3456	7859:;<

 and 
=('0	>?@A(.	B('0	+,-(
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, respectively. This allows correction for any resizing of the grid. Next, the rotation of the grid must 

be accounted for. The basic slope formula of 
%('0	+,-(.	/('0	>?@A(
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 gives the adjustment needed vertically when iterating 

on the x. The same formula using the bottom left and top left coordinates is used for y. The x value of the expected 
location of the dot for module xQR,yQR can be obtained by xtop left +	(xQR × ∆𝑥) +	(mx ×	yQR ×	∆𝑥) where ∆x is the 
block size and mx is the change in x as iterating through y. 

A search is then done in a square around the expected location of each module dot. The size of the square is equal 
to the block size. If any pixel within the box has a yellow value, then the associated module is marked as black. 
This scanning allows for the collision avoidance in the encoding. 

At this point, the QR image can be exported to an image file for scanning. 

C. Strengths 

One of the biggest strengths of this channel is its accessibility. Encoding and decoding are both relatively cheap in 
terms of computational power (so no need for machine learning at this level). Both printing and scanning can be 
done on hardware for under a hundred dollars. 

D. Limitations, Detection, and Prevention 

There are several limitations of the channel. For one, it requires a monochrome document without large swaths of 
black. This is not too much of a limit, as this would cover most text documents.1 

 
1 Theoretically, a color image without areas that register as “yellow” would still work if they still followed the no-swath rule. 
 



16th ANNUAL SYMPOSIUM ON INFORMATION ASSURANCE (ASIA '21), JUNE 8-9, 2021, ALBANY, NY 
 

85 
 

There is also an issue of file size: adding a large, high-DPI image to a PDF results in greatly increasing the size of 
the file. However, this channel is mostly focused on the printed channel and not the digital copies, and the code 
could be improved to trim a lot of the whitespace. 

The printer and scanner do need to have a certain level of precision for their roles, but this limit is very low 
compared to the availability on the market. 

As stated earlier, laser printers are known to add their own tracking dots [10]. This could pose an issue, but it is 
worth noting that this only exists on the more expensive hardware - and even now it seems that printers are 
moving to a different type of forensic marking. 

V. USES 

One positive use for this channel is as a hidden watermark or checksum for printed documents. A fuzzy hash of 
the contents of each page in a document can be taken and embedded, then compared to a hash of the same page 
after scanned with optical character recognition. Depending on the allowance of the fuzzy hash, it could detect 
major changes to the document without being affected by minor errors in OCR. 

Another potential use, as with all covert channels, is as a means of data exfiltration by a malicious actor. In this 
case, our focus is primarily on how to mitigate and prevent the channel. Take the example of a disgruntled 
employee trying to take their client list to a new company. In this case, the file size of the document could be 
flagged (especially for high-DPI encoding) and logged for review. PDFs that are mostly text should not have a 
large file size, but this channel (at least for our implementation) will increase the file size drastically per-page. To 
stop the channel entirely, grayscale printing could be mandated. 

Once printed, mitigating the channel is a lot harder. Under optimal light, a person would need to look closely or 
use a magnifying glass to see evidence of a channel. 

VI. MISC 

Braille was briefly considered as an alternative to QR codes (as it is inherently based on dots), but this idea was 
scrapped due to potential for errors in decoding (as it is just an alphabet). 

There are other 2 dimensional barcodes with error correction. One such example is the data matrix format [13]. 
There was no specific reason for the choice of QR over the alternatives besides the popularity of the format and 2D 
grid-like structure. 

VII. CONCLUSION 

In this paper, we demonstrated a covert channel that goes beyond the contemporary digital channels that are 
often discussed. The channel exploits a weakness of human anatomy to hide a message on paper with an 
otherwise normal text printed on it. 
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 Abstract  

The evolution of communication technologies led to active virtualization of computer network solutions and 
proliferation of the Software Defined Networks (SDN) as a centralized network infrastructure management tool. 
The need to migrate to cloud or virtualized environments leveraging software defined networks in some cases 
forces companies to overlook security mechanisms. The proposed research provides assessment of the 
susceptibility of some of the SDN solutions to the Distributed Denial of Service (DDoS) attacks. The attacks on 
north-bound and south-bound communications have been carried out using two SDN controllers on a public 
cloud. Detailed analysis of the attack results indicated that even small-scale DDoS floods can have devastating 
impacts on the SDN ecosystem if the attacking botnet has access to communication channels that carry out 
network management traffic. The research makes it is evident that proper isolation is required, and it should not 
be limited to standard mechanisms as encryption but should assume proper authorization mechanisms in order to 
prevent such attacks.  

Introduction  

Computer networks have grown significantly in size and sophistication of management, which has made the 
movement of hardware devices a difficult task. For companies that operate virtualized systems with large 
networks, simply installing network devices through a manual process has become an overcomplicated task. 
Software Defined Networking (SDN) is a networking te3chnology that allows system administrators to control and 
run large networks more reliably. It accomplishes this by separating the various layers of a particular network, a 
process known as network abstraction. SDN offers many significant benefits for organizations, networks, and 
service providers by using a controller based computerized environment (Boite, Nardin, Rebecchi, Bouet, & 
Conan, 2017) (Cooney, 2020). SDN technology has several advantages which include: 

I. It offers a Centralized Network: It provides a standardized view of the overall network and simplifying business 
operations.  

II. It offers a Broad and Extensive Management tools: SDN allows IT employees, managers, or supervisors to test 
configuration settings without impacting operational the network.  

III. It offers a Compact and Efficient Security: SDN provides a centralized point of control for administering security 
and set of policies over the network. On another hand this advantage may be seen as a weakness because it makes 
the SDN controller a point of failure or an attractive target for attackers. If installed in a secure and correct 
manner, it can effectively manage security all around the network. 

IV. SDN lowers operating expenses: it allows device improvement simple and straightforward. It lowers the operating 
expenses of any organization, particularly in the administrative area. This is because most of the administrative 
matters or issues that occur from normal routines can indeed be replaced by automation and centralized.  

V. SDN guarantees content delivery across the network: One of SDN's key advantages is its ability to manage and 
improve traffic flow in a network which allows easy incorporation of quality of service solutions.  

SDN Architecture and Implementation  
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SDN is a better alternative to traditional networks because it does not rely on the use of specific network devices 
like routers, switches, firewalls, etc. for traffic forwarding and management. Instead SDN relies on separation of 
the traffic management and forwarding responsibilities between the control layer and data layer respectively 
(Rouse, 2018). The SDN architecture consists of the following three layers:  

• Infrastructure/Data Layer  
• Control Layer  
• Application Layer  

The Control layer or Control Plane is recognized as the brain of the network as it manages the network's traffic 
rules and connections. The infrastructure layer of a network is made up of physical switches. These layers interact 
and establish communication through the northbound and southbound communication channels (Kreutz, 
Fernando, Verı´ssimo, Rothenberg, & Azodolmolky, 2015). The basic outline of the SDN architecture is provided 
on Figure 1.  

a. Application Layer or Application Plane. All the services, features, and policies are defined in this plane. These 
applications are like programs that communicate and interacts its network requirements directly to the controller 
dynamically through the northbound interface. Depending on the network modifications, these applications can 
generate end-to-end functionalities (Yifan, Bo, Zhao, Fan, & Liu, July, 2019).  

b. Control Layer or Control Plane: it offers a systematic centralized method of traffic control that regulates network 
transmission operation through an accessible user interface. The SDN controller manages all or most of the 
devices that make up the network and enforces and deploys policies such as packet forwarding, routing, and load 
balancing via the southbound interface. The Control layer is the most essential part of the SDN layers.  

c. Infrastructure/Data Layer or Data Plane: all the network devices are physically assembled and connected at this 
layer. Its forwarding operation can be executed based on the application layers policies or rules and actions from 
the controller. This layer's devices are just forwarding devices with no control or standard functions. The flow 
table in the network oversees handling of each packet (Manar, Singh, Shami, Asal, & Li, June 2014).  

d. Northbound Interface (NBI): Applications communicate with the controller via this interface as this can be seen in 
Figure 1. It oversees communicating network requirements and behavioral patterns from the application layer, as 
well as the SDN controller's view of the network topology. The commands used to configure the forwarding 
devices are abstracted in the northbound interface.  

Southbound Interface (SBI): This configurable interface is used by the controller to dynamically control the 
network devices in the data layer. The defined protocol for this interface is called OpenFlow. All forwarding 
functions, alerts, tracking, and can be controlled programmatically. Between both the data plane and the SDN 
controller, OpenFlow creates a safe channel (Fakoorrad, 2016).  

For administration of rules or policies across an organization or network, the SDN serves as a centralized control 
point which can also be a major drawback, as it makes the SDN an attractive target for attacks. The SDN is a new 
technology, and it is also susceptible to attacks because of lack of skilled personnel who may not fully understand 
the risks related to the new technology. SDN infrastructures include lots of new codes, thereby increasing the 
vulnerability of the network. This research is focused on the brute force attacks against the NBI and SBI. The 
target of these attacks is to prevent applications in the NBI from communicating with the controller and network 
devices in the SBI from communicating with the controller. The relatively low sophistication of these attacks and 
wide availability of the attacking tools increase the possibility of such attacks and organizations that either use 
SDN infrastructure or plan to migrate to ones need to have a deep understanding of their severity and potential 
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impacts.
Figure 1. Basic SDN Architecture  

Review of related works  

Several strategies have been used to assess the safety of SDN controllers as a subset of the overall SDN 
architecture. Using the STRIDE threat modeling, these assessments can be better classified. Microsoft created the 
STRIDE threat modeling system. Praerit and Loren oversaw identifying and classifying computer security threats. 
It divides threats into six categories as shown below (Kohnfelder & Garg, 1999). 

 

Table 1. Stride Threat Modelling  

The threats discussed above can be performed against the controller either directly or via the northbound or 
southbound interface. Therefore, securing the controller and the communication channels is key to having a safe 
network. Below are some of the technique’s attackers may use to exploit SDN vulnerabilities.  
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a. Spoofing – An attacker may forward packets with a source address to the SDN controller showing that the 
packet is originating from a port or device in the network. The attacker can gain access to the network 
through ARP spoofing. Tampering – if the network is not properly configured, an attacker can intercept 
packets sent from the controller to the NBI. These packets can be modified or redirected thereby giving 
the malicious actor access to modify policies on the flow table.  

b. Repudiation – Since all activities carried out by system administrators are logged. If there is a 
malfunction in the logs or tracking systems, interactors in the system can deny their actions or even 
blaming others if anything goes wrong.  

c. Information disclosure – an attacker may gain unauthorized access to sensitive information in the 
network such as the topology, configuration details, flow table or the cryptography key. The cryptography 
key is vital because it can be used to verify the controller’s identity.  

d. Denial of Service - an attacker may decide to forward a huge amount of traffic to flood the NBI or 
controller in the network thereby making the NBI and controller unavailable.  

e. Elevation of Privilege – If there is a vulnerability with the access control in the system, a malicious user 
can escalate his privilege in the system which will then enable unconfined access to restricted or sensitive 
data.  

Table 2 below shows different proposed mitigation techniques from different authors showing countermeasures to 
tackle the spoofing, Man-in-the-Middle attack, and denial of service attacks. Boite et. al. proposed using the 
Statesec. This is a security management tool used for the detection of DoS attack. It functions in three stages 
which are: Irregularities detection, traffic management and remediation countermeasures. This uses a stateful 
technique to employ switch processing, that can aid in the precise detection and mitigation of DoS attacks. It also 
aids by lowering the amount of connection overhead that occurs in the south-bound interface (Boite, Nardin, 
Rebecchi, Bouet, & Conan, 2017).  

Huang et. al. proposed using the OpenFlow keeps track of the flow of traffic These data can be regulated to see if 
there is a substantial increase in traffic, which could indicate a DDoS attack. (Wang & Chen, 2017) Wang et. al. 
proposed using the Sguard which is a powerful security software for detecting DoS attacks. It is divided into two 
parts: classification and access control. The Access control keeps a record of a packet's actual source and matches 
it up to the Hash table as it is entering a network. Shin et. al. proposed using the Avantguard. This issue is fixed 
with the support of a migration module which slows down the TCP handshake by allowing the switch serve as a 
proxy server, thereby forwarding the completed connections to the controller. This technique can help to prevent 
an attacker from completing the TCP handshake (Shin, Yegneswaran, Porras, & Gu, November 2013).  

Abdelsalam et. al. proposed using the ARP Spoofing Mitigation. This method involves monitoring port level ARP 
packets by adding an ARP function in the control unit for effective spoofing detection and prevention. It can also 
protect a control system from overloading in the event of an attack (Abdelsalam & El-Sisi, 2016). Darabseh et. al. 
proposed using the SDSec. This technique is based on an open switch controller. To identify the active 
connections in the network, it employs the Link Layer Discovery Protocol (LLDP) (Darabseh, et al., 2015).  

Fahad et. al. proposed using the Hybrid SDN. This technique involves creating a new server dedicated to receiving 
all ARP queries. By redirecting malicious activity from attackers to the newly created server (Ubaid, Amin, Ubaid, 
& Iqbal, 2017). The use of tools like Snort and ArpAlert can help to tackle the Man-in-the-middle attack. These 
tools can be installed and used to detect and prevent attacks from occurring. This would involve setting up and 
configuring these tools on an interface in the same network as the SDN controller. 
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Table 2. Mitigation Techniques for SDN Attacks 

The authors above proposed different countermeasures to effectively mitigate some of the security issues affecting 
the SDN. Some of these analysis and assessment did not give a detailed and comprehensive solution to some 
issues affecting the northbound communication. Most of the proposed solutions could handle simple DDoS 
attacks but whenever the attacks became stronger, detecting was possible but identifying the attacker was not 
easy. Another common issue was detecting slow DDoS attacks. This is because the slow DDoS attacks attempts to 
completely slip through undetected. The idea behind this research is to tackle show the severity of impact of DDoS 
on SDN in the cloud environment so that companies can properly evaluate risks associated with these attacks on 
the NBI and SBI.  

Methodology  

The Software defined network was configured on a public infrastructure with two opensource controllers and SDN 
benchmarking tools to conduct the experiment. The benchmarking tools used are cbench , apache bench(ab), and 
iperf (Sherwood, 2020).  

Experimental Setup  

For the experiment with DDoS attack on the SDN infrastructure in the cloud, eight (8) virtual machines running 
Ubuntu Linux were used to represent the application layer, control layer, data layer, and external attackers. The 
two controllers used were OpenDayLight controller running on the sodium version, and Ryu controller.  

The first machine (3 vCPUs, 40 GB HDD, 4GB RAM) serving as the application layer had the apache benchmark 
installed to measure the impact of a DDOS DoS attack on the northbound communication. The second virtual 
machine (3 vCPUs, 40 GB HDD, 4GB RAM) running OpenDayLight sodium with all required features installed 
(DLUX and L2), and Ryu controller. The third VM running Mininet, (2 vCPUs, 40 GB HDD, 4GB RAM) used to 
the emulate the data layer, and cbench the performance monitoring tool used to measure the impact on 
southbound communication. The other five (5) virtual machines served as external attackers equipped with 
hping3 and dsniff package installed to perform DDOS and man-in-the-middle attacks, respectively.  

For attack at the data layer, mininet data plane simulator was used to emulate the data layer topology with seven 
(7) switches and eight (8) hosts. And for attacks against the controller, the data layer topology was emulated using 
cbench, where 16 switches and 1000 hosts were tested to ascertain the impact of the DDoS attack on the controller 
and the southbound communication channel.  

Since the northbound communication uses REST APIs to retrieve the switch stats and update the switch stats for 
Ryu controller, and get information on the network, flow statistics, and host locations for ODL, Apache Bench a 
benchmarking and load-testing tool, was used to confirm how the controller would behave when under attack. The 
tool uses http to send requests on port 8080 of the Ryu controller and 8181 for the ODL controller.  
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cbench (Singer, 2020) is a benchmarking tool for controllers that support OpenFlow 1.0 and 1.3. It supports two 
metrics i.e., throughput and latency. Where cbench measures latency by forwarding a single packet-in data to the 
controller and awaiting a response, while for throughput, it repeatedly forwards as many packet-in data as 
possible to measure the controller’s capability. Tests for these two metrics can be done multiple times.  

Experiment Scenario  

Attack at the Data Layer  

At first, a distributed denial of service attack was simulated where the attacker is a host in the same network as the 
victim in the data layer. The type of DDoS attack used in this scenario is syn flood attack where h1 (host1) sends 
SYN packets to h8 (host8). Prior to the attack, the bandwidth of the victim needed to be verified and this was done 
using the iperf utility tool. Using the iperf command, the bandwidth was at 10Mbit/s when a connection was 
established from a normal user, h2 to the victim h8. To perform the SYN flood attack, the hping3 tool was used. 
Once the attack begins from h1, the bandwidth reduces drastically from 10Mbits/s to an average of 250 Kbits/s.  

Attack at the Southbound Interface  

i. Distributed Denial of Service (DDoS) Attack.  

The southbound interface is responsible for controller-data layer communication. An attack against the controller 
would impact the request and response times for OpenFlow packets sent from the OpenFlow switches to the 
controller, flowmod or packet out messages from the controller to the switches.  

To perform an effective DDoS, five attackers were used at various attack speeds. To configure the attack with these 
intervals, the hping3 tool was used, this tool allows the speed of DDoS to be configured by setting the -i value, and 
in this case, it was calibrated from the slowest to fastest. This means the interval or speed value was set to u1000 
to indicate slow attack, that is, the attacker will send approximately 100 packets per second to the victim, while 
with the value of u10 it will be a very fast attack. For this attack, these intervals were calibrated as follows: u1000, 
u750, 500, 300. 200, 150, 100, 50, 25, 10.  

cbench was used to measure the impact of the DDoS attack at these intervals as the throughput on the southbound 
interface. It was configured with 16 switches and 1000 mac addresses per switch. 110 iterations were executed per 
switch at 10000 ms per loop. The first 10 iterations out of 110 were ignored from the results. This was done to 
cater for any variance in the results. The results from using cbench are an average of the number of responses per 
second from all switches against the speed or intensity of the attack.  

It is seen that both controllers can withstand the attack from one attacker but when the number of attackers and 
speed of attack are increased, the average responses per second decreases, that is, how long it takes the controller 
to respond to a packet_in message sent by the cbench tool.  

From figures 2(a) and (b), the average response per second when the DDoS is executed on the ODL controller 
using 5 attackers is 26.58 and this will decrease further as the speed of attack and number of attackers increases, 
while for the Ryu controller the average response per second is 135. With one attacker, this result varies, as the 
controller is able to withstand the attack even if the speed increases, hence the increase in the response per 
second. From the graphs, the variation can be noticed in both controllers and this is due to how both controllers 
handle DDoS, ODL handles this fairly as the responses per second is more than the Ryu, even with five attackers.  
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Figure 2. Average responses per second in Ryu using 5 attackers (a) and ODL with 1, 2 and 5 
attackers simultaneously (b). 

ii. Man- in-the-Middle Attack.  

To intercept SBI channel communication, man-in-the-middle attack was performed by poisoning the ARP cache 
of the VM with SDN controller. The attacker intercepts the exchange of packet-in and packet-out messages 
between the controller and the OpenFlow switches and uses this information to get an overview of the topology. It 
can take it a step further by modifying the flow of information sent to the controller which could lead to rerouting 
information or traffic to a compromised host.  

DDoS attack at the Northbound Interface  

Two attackers were used to perform a DDoS attack on the controller and apache bench(ab) tool was used to 
measure the impact on the application-controller communication. The parameter used to analyze the behavior 
was the request per time value from apache bench (ab) tool. Prior to the attack, this average requests per second 
for ODL was approximately 1185 requests per second while for Ryu the average requests per second was 677. This 
attack used similar intervals as mentioned in attacks at south bound interface. In above, the number of 
connections was set to 100 with a concurrency level of 10. For two attackers, the average request per second for 
ODL and Ryu are seen in figures 4a and b.  

For both controllers, during the attack, the time taken to process one request from the application layer increases 
slightly as the speed of the attack increases, when the attack is executed with one attacker. But when attack is 
performed with two attackers as shown in figure 3a and b there is significant change at u25 and u10, where it 
takes the controller a longer time to process a single request. When the number of attackers is increased, there is a 
major increase between u25 and u10, and this is seen in figures 3b. 
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Figure 3. Time /Request for Ryu using 2 attackers(a) and ODL with 1 and 2 attackers (b)  

The number of requests each controller can handle declines as the intensity and number of attackers increases. In 
figure 4b, the number of requests ODL processes per second decreases from approximately 2000 requests/second 
to almost 190 requests/second. This indicates that at high intensity attack, and a high number of number 
attackers, ODL will not be able to withstand the DDoS attack.  

A similar observation is made for the Ryu controller in figure 4, Ryu can handle an average of 650 requests per 
second when the attack intensity is low. As the intensity increases, it is seen that Ryu struggles to handle the 
number of requests it receives. 

  

Figure 4. Average requests per second for Ryu using 2 attackers (a) and ODL using 1 and 2 
attackers(b)  

Conclusion  

This paper assessed the susceptibility of SDN infrastructure to various forms of DDoS attacks and how these 
attacks impact confidentiality, integrity, and availability in SDN infrastructures. It examined the effect on 
communication between the various layers, with attacks such as, distributed denial of service, and man-in-the 
middle executed at the various layers. From the analysis presented above, it is seen that DDoS floods have a 
tremendous impact on both the Northbound and Southbound communication channels.  

With respect to the small-scale DDoS attack executed, the results from the evaluation, using the benchmark tools 
(cbench, apache bench, iperf), show that both Opendaylight (ODL) and Ryu controllers would not withstand an 
attack if the intensity of the attack was increased significantly, by increasing the number of attackers in the botnet. 
This is seen in the decline in the number of responses to requests sent from the application and data layers to the 
controller.  

As there is no silver bullet solution to mitigate against these DDoS attacks, future research can be done in 
encrypting and isolation of the communication channels to ensure confidentiality and integrity, with the use of a 
VPN or other encryption methods. Also, since this experiment was performed at low scale with a single controller, 
more experiments should be done with a distributed arrangement for the controllers to provide a fault tolerance 
system that ensures availability of SDN infrastructure.  

In addition, where the SDN is deployed in a cloud or virtualised environment, it will worth paying to attention to 
risks of cloud escape, where an attack is able to take advantage of the poor cloud security implementation as it 
relates to tenancy in the cloud. As part of research, this was evident when a medium- scale attack executed one 
tenant affected our tenants and resulted in a loss of availability for all tenants.  
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Abstract  

Single Packet Authorization (SPA) is the technique used to guard camouflaged network services against 
unauthorized users. SPA hides specific ports from the external world to reduce attacks at TLS ports until a 
cryptographically protected packet is received and authorized by the transport layer. Although SPA helps to 
overcome significant flaws in conventional Port Knocking mechanisms, its fragility related to potential key leakage 
makes it susceptible to various attacks. Additional security measures like Segregation of Duties help to reduce the 
potential of these attacks. This paper demonstrates the architecture and practical implementation of Segregation 
of Duties and discusses the impact of the additional security mechanisms on SPA usability.  

Keywords: Cryptographically, Single Packet Authorization (SPA), TLS, Port Knocking (PK), Segregation of Duties, 
Network services  

Introduction  

The internet's fundamental goal is to connect people, and therefore, it was built as an open platform. When people 
began sharing vital information over the internet, security became a significant concern. Therefore, to isolate a 
network with sensitive information from the internet, network administrators started deploying firewalls: devices 
that can differentiate between legitimate and prohibited traffic. Over time firewalls evolved, but despite all the 
developments, they were still susceptible to various attacks. Therefore, to add an extra layer of protection on top 
of firewall technologies, a security mechanism known as Port Knocking (PK) was proposed. The PK's primary 
approach was to open services for authorized users while maintaining the protected system virtually hibernated 
for unauthorized users. PK presented an authentication system through which closed ports are opened to 
authorized users to establish communication on fortified network services (deGraaf, 2007).  

The port knocking server requires the client to knock the ports in a predefined sequence. When the server receives 
a correct order of ports, it opens a specific port to allow the client to make communication.  

PK provided the defense-in-depth and offered some practical applications. Still, its vulnerabilities like out-of-
order delivery and replay attacks embodied significant flaws in a generic PK scheme. However, the improvement 
of PK - Single Packet Authorization (SPA) fixed various Port Knocking flaws such as out-of-order delivery and 
replayed attacks without remodeling PK functionality. The significant difference between SPA and Port Knocking 
is the layer of data transference. SPA moved data transmission to the application layer, allowing SPA to transmit 
packets not limited to the size of network MTU. Holding easy access to a large amount of packet data opened up 
the vast range of possibilities. Therefore, instead of port numbers, the SPA uses an encrypted packet for 
authentication, which solved the problems like out-of-order delivery and replay attacks. Given the fact that SPA 
still relies on the keys stored on the client and server sides; therefore, it naturally inherited vulnerability PK's 
vulnerability related to stolen keys or key leakage. This paper proposes a way to disgrace the attack surface by 
adding Segregation of Duties in key administration. (Rash, Fwknop- Single Packet Authorization, 2016)  

Review of Related Work  
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The discussion below looks at the available PK and SPA services and reviews them against potential vulnerabilities 
like:  

Replay Attack  

When the attacker captures the traffic between two communicating systems and retransmits it to gain access to 
the protected system breaching the system's integrity.  

Man-in-the-Middle Attacks  

When the attacker can listen or modify traffic between two communicating nodes, it breaches the 
communication's confidentiality or integrity.  

Privilege Escalation  

When an attacker exploits a bug, design flaw, or configuration oversight to gain elevated access to resources.  

Administrator Collusion Attacks  

When an administrator intentionally or accidentally helps malicious actors exploit the system or leak critical 
information.  

Compatibility with Additional Mechanisms  

The system's ability to blend with features added on top of its original architecture.  

Key Leakages  

It is an event in which keys are willingly or unwillingly leaked to an unauthorized person.  

Compromised Host  

Any system under the control of the malicious user. A compromised host can leave a backdoor to the environment 
to allow the attackers to retain their foothold within the organization's network.  

Brute Force Attacks  

A brute force attack uses trial-and-error to guess credentials for the authorization mechanism. This method tries 
all possible combinations.  

Denial of Service attacks  

A Denial-of-Service (DoS) attack shuts down a machine or network, making it inaccessible to its intended users. 
Typically, attackers flood the victim with traffic or send it information that triggers a crash. 

 

Table 1 The Architecture of Different SPA mechanisms 
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Table 2. These risks are assumptions made after studying models of different SPA tools. 

Examples of attacks on various PK/SPA mechanisms  

Fwknop  

Fwknop is a documented Single Packet Authorization mechanism. Nevertheless, Official documentation is 
available for version 2.6.8, released on December 23, 2015, while the latest available version, 2.6.10 released on 
August 06, 2018. Fwknop is a secure mechanism but still has some vulnerabilities. If the attacker and a client are 
on the same network, the attacker can perform an ARP cache spoofing attack and force a client to send all their 
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traffic through the attacker. Since, by default, the server is listening at port 62201, the attacker can redirect traffic 
at port 62201 to any other port. After extracting encrypted UDP data from the packet, the attacker can resend it by 
encapsulating it in a new packet. The attacker is required to spoof its IP address as the client's because the client's 
IP address is encoded in the UDP data packet to perform a successful attack. Performing such an attack is a 
difficult task but not impossible.  

The proposed attack is performed successfully on a local setup where the attacker and a client were on the same 
network while the server was on a different network. Firstly, the attacker performed an arp-cache poisoning 
attack, forcing the client to transmit all traffic through the attacker. Then the attacker captured the client's traffic 
and filtered out the specific UDP packet on the ethernet wire. Then using the "nc" command, regenerated a packet 
for the server.  

Figures 1 and 2 display ongoing race attacks.  

 

Figure 1. Attacker Capturing Data and Replaying It.  

 

Figure 2. Wireshark shows retransmitted traffic by the attacker.  

Implementation with NAT  

In fwknop, the client's IP address is encoded in the UDP packet. However, during the NAT, IP addresses in the 
header are altered by Nat-router. When the fwknop server receives the packet with different IP addresses in the 
packet's header and body, the server will ignore the packet. The solution for this is to provide the IP address of the 
gateway when generating requests. However, this approach also has some limitations. Supplying the gateway's 
address will give access to all devices behind the NAT interface, and rogue insiders can become a significant 
threat. (Rash, Single Packet Authorization, 2007)  

Compromised Client  

Fwknop allows the client to request any device's access by providing its IP address. However, with this feature, the 
attacker can compromise the client and then send a request to access any device. After getting authenticated, the 
attacker can perform an SSH connection with the server from its IP address. If the attacker gets physical access to 
a client, the attacker can generate a SPA request for any machine directly by giving own IP address and then 
access the SPA server.  

Unexpected behavior  

While testing, it is observed that the packet repeatedly replayed enhances the potential for a Denial-of-the-Service 
attack on the fwknop server. Assume an attacker has captured traffic through the Man-in-the-middle attack and 
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replaying the captured packet. If the time duration between captured packet and its retransmission time is high, 
the server can crash unexpectedly. Therefore, attackers can willingly or unwillingly force the server to shut down 
and result in a Denial-of-the-Service attack.  

 

Figure 3. Unexpected behavior of the fwknop server.  

KnockKnock  

KnockKnock is not a complex system as compared to Fwknop. It is an open-source tool available on GitHub. The 
installation for KnockKnock is a smooth process. However, it has one problem with its documentation. In the 
documentation, the first argument required for creating profiles is the port number, while the profile name is the 
second argument. However, in actuality, it is vice versa which can be a headache while generating profiles. It 
generates a profile named the port number when giving the arguments according to the documentation. 
Knockknock is not covert to the intruder in the Man-in-the-Middle attack. It allows raw sockets to respond to and 
initialize the connection after reading a valid logged TCP SYN on superuser privileges. (Marlinspike, 2011)  

Compromised Keys  

The discredited host can be a prominent intricacy for both fwknop and knockknock; a discredited host can leak 
the keys to the attacker, making the whole system vulnerable due to the absence of a supplementary protection 
mechanism.  

Administrator Collusion Attack  

Both fwknop and knockknock depend upon the administrator to create keys and share the keys with the client. If 
due to any reason the administrator goes rogue, it causes a single point of failure as the administrator can share 
these keys with potential intruders. This responsibility should divide between two or more persons, i.e., 
Segregation of Duties to eliminate the possibility of administrator collusion attack. With the implementation of 
Segregation of Duties, one person solely does not have the complete information, which results in a preventive 
measure. Segregation of Duties is the concept of internal controls. These controls must be implemented at the SPA 
daemon to prevent administrator collusion attacks. To  
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implement proposed controls, one person must be accountable for generating keys but should not know which key 
is deployed. The other person should issue keys but must not have actual keys.  

Improvements made in knockknock  

Changed argument According to Documentation  

The first step was to modify the sequence of arguments required during profile generation and make it according 
to the official documentation to make knockknock better and efficient. For this modification, changes were 
requisite in the python code in the knockknock-genprofile.py file. It will make it convenient for users to work with 
knockknock with the help of documentation.  

Implementation of Segregation of duties  

Segregation of Duties helps overcome administrator collusion attacks in the knockknock by separating network 
administrator duties into two parts. Rather than making a single person responsible for creating, storing, and 
delivering keys, these jobs will split between two individuals after implementing Segregation of Duties. One 
person will be responsible for creating keys, known as Key Creator, responsible for generating multiple keys. Key 
Creator will have all actual keys but will have no idea among all these keys which key is valid. The second 
administrator will be the honey-checker administrator, responsible for managing the honey-checker. The second 
person will know which key is valid but will not have the actual key. After implementing Segregation of Duties, no 
single person going to have full access to the system results in mitigating administrator collusion attack and key 
leakage attack on the server-side. Following are the changes made in knockknock architecture:  

Key Storage  

On the server-side, instead of storing keys in files, keys are now stored in MySQL Database. While on the client-
side, still file system is used for storing keys.  

Multiple Keys  

In the original version, on the server-side, only one key for each profile was stored. However, in the new version, 
rather than storing just single key multiple keys are stored for each profile.  

Honey-checker  

In the new version of knockknock, a honey-checker is deployed, which checks whether a key is valid or not. For a 
single client, server-side database stores multiple keys. Out of these keys, just one is a valid key. In a possible 
scenario, if an attacker stole the keys database from the server, it will still not send an authentic knock to the 
server unless it discovers which is a valid key. The server does not know which key is the actual key. It has to rely 
on the honey-checker for authorization. In the future, a honey-checker can also serve as a honeypot to eliminate 
brute force by setting traps for unsuccessful attempts.  

Knockknock Architecture After changes  

The new version of knockknock consists of two parts server and a client. However, the server-side is partitioned 
into two parts: the server itself and the other is a honey checker. Firstly, a client sends a single SYN request to the 
server on a specific port. Upon receiving that request, the server extracts the key from information sent by the 
client. After extracting a key, the server looks for it in the keys database. If a key is present in the database, the 
server sends it to the honey checker to identify whether it is an authentic key or a honey key. If it is an original key, 
the honey checker responds to the server, and the server opens the port requested by the client. The rest of the 
mechanism kept the same as the original knockknock. With these changes in mechanism, a Role-based Access 
control system has been designed. One person - server  
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administrator, has the responsibility to generate keys and manage the keys database on the server-side. The server 
administrator will have access to all keys but will not have any information about the valid key. 

 

Figure 4. The architecture of SPA after implementing Segregation of Duties.  

The other person - the honey checker administrator, will be responsible for managing the honey checker and 
sharing keys with the client. The honey checker administrator knows which key is valid but will not have the 
actual key. The architecture after implementing Segregation of duties and roles of server administrator and honey 
checker administrator explained in Figure 4. Since no single person has access to the entire network; therefore, 
the goal to implement Segregation of Duties achieved. Moreover, if an attacker successfully steals the entire 
database from the SPA server, that person will still have to try all keys to send a valid request; this provides an 
extra defense layer.  

Experimental results  

The implementation may affect usability through the extra time required for authentication. Therefore, ran 
various tests to calculate the time between sending KnockKnock requests from the client-side and opening port on 
the server-side upon receiving a valid knock authenticated by the honey-checker. The whole process repeated 30 
times using: 10 keys, 50 keys, 100 keys, 250 keys, 500 keys, and 1000 keys. The following are the results:  

i. The average time for 10 keys is 0.2265 seconds  
ii. The average time for 50 keys is 0.2215 seconds  

iii. The average time for 100 keys is 0.2533 seconds  
iv. The average time for 250 keys is 0.3886 seconds  
v. The average time for 500 keys is 0.6003 seconds  

vi. The average time for 1000 keys is 1.0170 seconds  
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Figure 5. Graphs are demonstrating the key time ratio.  

As results indicate, the increasing number of keys can increase the server's time for validating the request. 
However, for 1000 keys, the average time to validate the request is just touching the 1-second mark, which is quite 
acceptable. Because of the human perception, 1-second is about the limit for the user’s flow of thought to stay 
uninterrupted, would usually not catch a user's attention, and will not hinder the user experience. (Nielsen, 1993)  

Conclusion  

The project described in the paper looked at the number of vulnerabilities in the port knocking and single packet 
authorizations techniques. It proposed to use Segregation of Duties – an additional security mechanism for Single 
Packet Authorization systems that utilize decoy keys to set up a role-based access control system. Such extension 
will help to mitigate Administrator collusion attacks. The system's performance was analyzed after implementing 
the Segregation of Duties, and it was shown that implementing the Segregation of Duties expectingly added a 
slight delay into the authentication process. However, the lag was below one second, and therefore it did not 
significantly impact the user experience while interacting with the system. Additional improvements in the 
proposed mechanism can be added by extending the system with additional features to send multiple keys at a 
time to deceive man-in-the-middle attackers. To eliminate probability of brute force attacks; honey checker will be 
set up to serve as honeypot. Three consecutive failed attempts will push an attacker to the indefinite loop, where 
all requests from specific IP address will be ignored for certain amount of time.  

 

 

 

 

 

 

 

 

 



16th ANNUAL SYMPOSIUM ON INFORMATION ASSURANCE (ASIA '21), JUNE 8-9, 2021, ALBANY, NY 
 

106 
 

References  

Almeshekah, M., & Spafford, E. (2014). Planning and integrating deception into computer security defenses. 
Proceedings of the 2014 New Security Paradigms Workshop (pp. 127–138). Victoria, British Columbia, Canada: 
Association for Computing Machinery. doi:10.1145/2683467.2683482  

Butakov, S., Zavarsky, P., & Mirheydari, S. (December 15, 2019). Honeykeys: deception mechanisms in single 
packet authorization . Proceedings of the 14th Pre-ICIS Workshop on Information Security and Privacy. Munich, 
Germany.  

deGraaf, R. N. (2007). Enhancing firewalls: conveying user and application identification to network firewalls. 
doi:10.11575/PRISM/1377  
Jeanquier, S. (2006). https://www.securitygeneration.com. Retrieved October 27, 2020, from 
https://www.securitygeneration.com/single-packet-authorization/  
Juels, A., & Rivest, R. L. (2013). Honeywords: making password-cracking detectable. Proceedings of the 2013 
ACM SIGSAC conference on Computer & communications security (CCS '13), 145-160. Retrieved from 
http://hdl.handle.net/1721.1/90627  
Liew, J.-H., Lee, S., Ong, I., Lee, H.-J., & Lim, H. (22-24 June 2010). One-Time Knocking framework using SPA 
and IPsec. 2010 2nd International Conference on Education Technology and Computer, 5, pp. 209-213. Shanghai. 
doi:10.1109/ICETC.2010.5529780  
Manzanares, A. I., & Márquez, J. T. ( May 9-12, 2005). Attacks on Port Knocking Authentication Mechanism. 
International Conference on Computational Science and Its Applications,ICCSA 2005. 3483, pp. 1292-1300. 
Singapore: Springer, Berlin, Heidelberg. doi:https://doi.org/10.1007/b136266  
Marlinspike, M. (2011, September 15). KnockKnock. (Github) Retrieved October 26, 2020, from 
https://github.com/moxie0/knockknock  

Merki, O., Pavlosoglou, Y., Golen, P., Rouiller, J., & Arciszewski, P. (2014, November 21). WebSpa Single HTTP/S 
Request Authorisation Web Knocking. Retrieved October 26, 2020, from 
https://phoenixnap.dl.sourceforge.net/project/webspa/webspa-08.zip  

Miedaner, D. M., & Pavlosoglou, D. (2012, November 15). Single Packet Authorization on the WEB -- WEB-SPA. 
Retrieved october 26, 2020, from https://owasp.org/www-pdf-archive/OWASP_Presentation_WEB_SPA.pdf  
Nielsen, J. (1993). Usability Engineering. In J. Nielsen, Usability Engineering (p. Chapter 5). Cambridge: AP 
Professional.  
Pourvahab, M., Atani, R. E., & Hoss, F. (2014/3). Enhanced Secure Web-Knocking Using Single Packet 
Authorization (SPA) and One-Time Password (OTP). International Journal of Current Life Sciences. 4, pp. 504-
511. India: Bret Research Journals. doi:10.2437/ijcls  
Rash, M. (2007, August 27). Protecting SSH Servers with Single Packet Authorization. Retrieved October 26, 
2020, from https://www.ee.ryerson.ca/~courses/coe518/LinuxJournal/elj2007-157-protectSSH-singlepkt.pdf  
Rash, M. (2007, April 1). Single Packet Authorization. (Linux Journal) Retrieved Octobet 26, 2020, from 
https://linuxjournal.com/article/9565  

Rash, M. (2016, January). Fwknop- Single Packet Authorization. (Cipherdyne) Retrieved October 26, 2020, from 
https://www.cipherdyne.org/fwknop/docs/fwknop-tutorial.html  
Smits, R. (2011). BridgeSPA: A Single Packet Authorization System for Tor Bridges. WPES '11: Proceedings of the 
10th annual ACM workshop on Privacy in the electronic society. Chicago Illinois USA: UWSpace. Retrieved from 
http://hdl.handle.net/10012/6446 

 
  
 
 



16th ANNUAL SYMPOSIUM ON INFORMATION ASSURANCE (ASIA '21), JUNE 8-9, 2021, ALBANY, NY 
 

107 
 

Audit and Assurance Program for NoSQL DBMS 
 

Kanwarpreet Brar  
Department of Information 

Systems Security Management 
Concordia University of Edmonton 

Edmonton, AB, Canada 
kbrar3@student.concordia.ab.ca 

Hitesh Bhola 
Department of Information 

Systems Security Management 
 Concordia University of Edmonton 

Edmonton, AB, Canada 
hbhola@student.concordia.ab.ca 

 

Sergey Butakov  
Department of Information 

Systems Security and Assurance 
Management  

Concordia University of Edmonton  
Edmonton, AB, Canada  

sergey.butakov@concordia.ab.ca 
 
 
 
Abstract  

This research outlines a template of audit and assurance program for NoSQL DBMSs based on the COBIT 
framework. With the increase in the use of NoSQL technologies in enterprises, there are various technical and 
managerial risks associated with them. Some of the major technical risks include limited options for data 
encryption, built-in user authentication and authorization, vulnerability to the injection attacks and technical 
concerns related to data redundancy features. Managerial risks include limited expertise available for this new 
technology, complex data migration to NoSQL solutions, issues related to potential data inconsistencies and 
limited tools for transaction audit. To handle such risks, it is important for an enterprise to implement rigorous 
controls to mitigate those risks effectively. And there must also be a mechanism to test the effectiveness of the 
implemented controls. A rigorous audit and assurance program, designed specifically for NoSQL DBMS, could 
serve as such a mechanism. As a part of this research, a sample audit and assurance template has been developed 
considering Elasticsearch as the primary database for testing purposes. This sample also includes the pictorial 
reference documents for the technical controls covered in the audit program.  

Keywords - Database Audit, Information Assurance, Risk Management, COBIT and NoSQL.  

Introduction  

NoSQL approach is based on storing the data in an unstructured format instead of the row and column approach, 
followed by relational databases. The data is generally stored in the JSON document format. Unlike the 
conventional database management systems, NoSQL systems are distributed in nature. In the mid-90s, there had 
been a massive change in data generation and processing. With the increase in internet usage, a huge volume of 
data is getting generated, and the conventional database management system were not capable to cope as they 
were designed to operate on a single server. The only way to manage such a considerable amount of data was scale 
them vertically, i.e., upgrade the server memory, processing power, etc. (Couchbase.com, n.d.) This approach 
lacked scalability. In 1998, a distributed data management system was engineered by Carlo Strozzi named Not 
only SQL (NoSQL). Initially, it was developed in response to the requirement of processing the unstructured data. 
Since it is schema-less and distributed in nature, a group of many systems work together to share the load of 
user's requests and removes the limitation in handling the big data. Many IT organizations such as Facebook, 
Twitter, Google are using the NoSQL approach to manage the data. (Foote, A Brief History of Non-Relational 
Databases, 2018) (Hossain & Moniruzzaman, 2013) (Kumar, 2018)  

As a result of the differences between the data handling behavior of NoSQL databases and relational databases, 
the risks associated with NoSQL technologies differ from those of the relational databases. Recent reports showed 
that data present in many Elasticsearch instances had been compromised. These risks could be segregated into 
two categories: managerial and technical risks, based on their impact domain in the enterprise. To control such 
risks, it is important for an organization to implement certain controls and mechanisms so that the enterprise 
could effectively guard their NoSQL database. Even after having such controls in the system, it is important to 
ensure the efficiency and controllability of them in handling all the major risks. To conduct such testing, there is a 
need for a rigorous audit and assurance program covering all the domains of risk. The Audit program is aligned 
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with the COBIT framework in which the use cases are designed in such a way that they meet the governance and 
enterprise objectives.  

NoSQL Technology  

Architectural View of NoSQL DB  

There are a variety of NoSQL database architecture models available for developers. All of them have their own 
unique uses and there are various risks related to these architectures:  

Key-Value Stores  

In this model, a unique key is assigned to every data object. The unique key is considered as an identifier. Most 
key-value databases do not require a query language to interact with data, but these databases have a simple 
command-line method such as “get, put, delete” to communicate with data. The most common example of NoSQL 
database following this principle is Voldemort. (Gupta, Singh, Kumar, & Tomar, 2018) (Foote, Understanding 
Key-Value Databases, 2020)  

Wide Column Store  

Wide column store is based on the principle of storing columns together as a group called “Column family” rather 
than storing as a group of rows. These databases generally offer high scalability and performance. Each column 
family contains a different number of rows, and each row again contains a different number of columns. (Gupta, 
Singh, Kumar, & Tomar, 2018) (IAN, 2016)  

Document Store Model  

In this database, the document is the most basic unit of data. The document is like a row in RDBMS. The 
document is an ordered set of key-value pairs. These documents are mostly in JSON and XML format. In the 
document model, data is stored in the form of tree-like structure and is the most organized storage model among 
all four. It is widely used in the areas where accuracy is priority as it stores the exact data. The most popular 
Documented NoSQL database is MongoDB. (Gupta, Singh, Kumar, & Tomar, 2018) (MongoDB, Inc., 2021)  

Graph Store Model  

It uses symmetric queries with nodes, edges and other properties to store and represent the data in a graphical 
structure, and this query can be executed by traversing the edges. This structure is suitable for handling the 
complex data structure in which are numerous relationships that exist among datasets. Examples of Graph store 
models are OrientDB, Neo4j etc. (Gupta, Singh, Kumar, & Tomar, 2018) (Amazon Web Services, Inc., n.d.)  

Review of existing NoSQL DBMS  

Some of the most popular NoSQL DBMS include:  

MongoDB  

MongoDB is one of the dominant NoSQL databases around the globe. It is coded in C++ language and is based on 
NoSQL Approach which makes use of non-structured query language. It does not make any use of rows and 
columns, and it uses the JSON format of documents to store data inside its directories. In MongoDB, there are 
databases, collections and documents. Documents are stored in the collections, which are like the tables of a 
conventional database management system. There is no real schema enforced in it and there can be various fields 
in every document. There is no concept of a key but the combination of two fields is possible. MongoDB works 
with concepts of replication and sharding. (Abramov, Gudes, Gonen, Okman, & Gal-Oz, 2011) (Intellipaat, 2020) 

Cassandra DB  
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Apache Cassandra is another popular open-source NoSQL system widely adopted by many organizations for a 
database management system due to its capability of handling a very large amount of data, developed by Facebook 
in 2008. Scalability, availability, and continuous performance are the major pillars of its architecture. The 
Cassandra DB is a column-wide database system where values are stored in the columns. If a sudden increase in 
capacity is required, Cassandra is a very good choice. Its architecture is designed to provide high scalability and 
availability and reliability, as if any node fails the performance and availability will not be affected. It supports all 
kinds of structured and unstructured data types. (Instaclustr, 2020)  

CouchDB  

CouchDB is an open-source NoSQL database system developed by Apache Software Foundation. The data is 
stored in the form of a document which is in JSON format. The CouchDB queries use 'views' which functions 
based on JavaScript. The data structure which is implemented in CouchDB is known as a document, which is a 
kind of key-value pair. There is no fixed schema for data storage, but there is some internally defined schema as 
well, which is known to applications. CouchDB uses replication instead of sharding. Queries are implemented in 
the form of JavaScript views, which can be distributed over multiple nodes using the map to reduce functionality. 
(Intellipaat, 2020)  

Elasticsearch  

It is a distributed open-source search engine that is developed on the top of the Java search engine library called 
Apache Lucene. The Lucene strives to provide best-in-class performance as a local search engine thus providing 
developers with powerful tool to work with unstructured texts. (Amazon Web Services, Inc., 2021) Unfortunately, 
Lucene is not an application, it is just a code library (Zachary, Gormley, & Tong, 2015). So, to leverage its strength, 
Java comes into play and would require an understanding of how Lucene works but it seems to be difficult as this 
code library is very complicated. Elasticsearch, which is written in Java, uses the Lucene library for indexing and 
searching. It is not only used as a search engine, but also as a data storage and retrieval tool. Elasticsearch is 
gaining popularity day by day. As per Elastic, the company that developed Elasticsearch claimed that "3286 IT 
organizations are using Elasticsearch in their backbone stacks" including Shopify, Uber, Udemy, etc. (Apache 
Lucene 4.2.1) (Stackshare Elasticsearch, 2021)  

Risk Analysis  

The technical and managerial risks related to NoSQL have been reviewed for the following areas of concern:  

• Data at Rest: A strong encryption mechanism for data residing in NoSQL databases should be offered by 
the database in case if access to the storage is compromised.  

• Authentication and Authorization: A NoSQL database system should have a feature to authenticate and 
authorize user or application before providing access to the data.  

• Transaction Auditing: Transaction auditing is an important feature that traces the actions taken on data 
in the database. The proper transaction auditing helps in analyzing the root cause of various transactional 
issues and ensures user accountability.  

• Injection Attacks: A database or the application that has access to it should have tools to filter out 
injections that may be leading to data leaks, losses or unauthorised alternations.  

 

In table 1, the above technical concerns have been considered and comparisons have been made among various 
existing NoSQL DBMS. Table 2 shows various generic risks associated with DBMS along with the risks that are 
specific to NoSQL technologies.  

Most of the NoSQL Database systems supports horizontal scaling which enables partitioning of data in which each 
node has some part of data and runs in distributed nature. Although the horizontal scaling of NoSQL databases 
enhances the performance but there are many risks related to horizontal scaling such as redundancy, data 
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inconsistency, improper synchronization of shards etc. The extended explanation of the specific risks is provided 
below:  

• Risk related to failure to provide redundancy instantaneously: Elasticsearch provides redundancy 
features. The master node is sending a ping request after every specified amount of time, and every node 
responds to those requests. If the master node has not received a reply from any node, then that node will 
be removed from the cluster. Similarly, each node sends out a ping request to the master node to check 
whether it is still up or not. If they fail to get a response from the master node again, election starts and 
the master node would get selected, and the new master node will serve the requests and thus provide the 
redundancy. In the case of failure, if the system fails to shift the responsibilities of the master node to 
another node, then the in-between transaction may be hampered, and it may result in the loss of valuable 
data.  
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Table 1 Comparison of Security Features in various NoSQL Databases. 
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Table 2 Managerial Risks Related to NoSQL Technologies 

• Risk Related to Lack of Expertise: Since Elasticsearch is a new technology, there are fewer trained 
resources who can configure and manage it properly. Most of the security issues related to Elasticsearch 
are due to improper configuration of the system because of lack of expertise. (Pretorius, 2013)  

• Risk Related to Data Inconsistency: This problem arises in the case when data stored in one document is 
dependent on the data stored in another document and there would be no synchronization between them. 
This situation can be handled in a relational database system with the help of third normal form, whereas 
NoSQL lacks this concept as data is stored in documents instead of tables.  

• Risk Related to Synchronization of Shards: As NoSQL DBMS have a concept of sharding in their 
architecture. If the system fails to synchronize the shards, it will result in inconsistent data. This is the 
most common issue in NoSQL technologies.  

• Risk related to Assigning incorrect privileges to users: If a user has incorrect privileges, there would be a 
risk of exploiting the system by an internal attacker.  

• Risk Related to Data back-up: If data is not being backed up properly then there would be a risk of 
improper functioning of the system when running on backup server in case of failure of production 
server.  

• Risk Related to Insufficient Monitoring: Since Elasticsearch provides redundancy, in case of failure of 
master node, the responsibilities will be transferred to back-up node and sometimes due to insufficient 
monitoring, the cause of transferring to the back-up server remains unknown. This happens due to 
insufficient monitoring.  

• Risk Related to Improper Functioning of Disaster Recovery Server: Since Elastic server has two server 
components, one is production(primary) and other one is secondary (back-up). Most of the time, the 
back-up server failed to provide services during failure of primary server due to lack of testing of 
secondary servers on regular intervals.  

• Risk Related to Weak Password and User Lock-Out Policies: The weak password policies and user lock-
out policies of database systems could lead to the exploitation of databases.  

• Risk Related to Proper Maintenance of Logs: Most NoSQL systems have poor auditing subsystems. To log 
the transactions, the Elasticsearch system needs to be configured manually. Improper configuration may 
lead to the improper logging of transactions and logging systems will be insufficient to find the root cause 
of the incidents happening in the DBMS.  
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• Risk Related to Poor Vendor Support: As per the review the vendor support of Elasticsearch is not only 
expensive but the support system does not seem to be good also. In such case, poor vendor support could 
be a major risk for the organization using Elasticsearch. (Elasticsearch Reviews, n.d.)  

• Risk Related to Access of Databases to Third Parties: Since NoSQL systems do not provide robust 
transaction logging systems, there would be lack of visibility of remote activities and would be a risk to 
organization.  

• Risk Related to Migration of Data to Other NOSQL Systems: Since Elasticsearch is a NoSQL system and 
there is no defined structure in which data is getting stored, it would be nearly impossible to do the 
migration of data to another NoSQL system without significant effort to parse and re-structure data in 
order to get them ready for migration.  

• Risk Related to Insider Attacks: NoSQL databases are prone to risk of insider attacks because NoSQL 
DBMS’s lack adequate authentication. On the top of it, the technique used in NoSQL for authorization is 
also inefficient which can act as the weakest node and help to perform an attack. These databases also 
lack logging abilities which may help imposters to remain untracked.  

• All the risks described above should be properly addressed in the enterprise level deployments of NoSQL 
technologies. To achieve that, risk management should be properly established and maintained for these 
new technologies. The next section of the paper uses a risk-based approach to build an Audit and 
Assurance program for NoSQL technology.  

Auditing  

An audit and assurance program has been designed in alignment to the COBIT IT governance and management 
framework. This program could be used to utilize NoSQL databases more securely and efficiently by achieving 
main security goals: confidentiality, integrity, and availability. The scope of this audit and assurance program is 
wide as it covers all the areas which can be potentially vulnerable and are at risk due to the impact of NoSQL 
technology. The initiation of this audit program, as aligned to the COBIT framework, sets at the point of 
evaluation. So, in the initial phase, all the risks associated with the NoSQL databases were required to be 
evaluated to conduct the gap analysis and design an effective approach. For NoSQL audit program, all the risks 
identified are mentioned in the former section of this document. These risks cover all the technical and 
managerial areas of the NoSQL technology. It focuses on both the NoSQL specific risks and the generic risks 
associated with the databases, irrespective of the technology being used.  

Once all the risks are identified and gap analysis are completed, the next step is to follow a directive approach in 
which the effectiveness of the security measures and controls is assured. This program covers all the major 
domains such as identity and access management, network configuration and management, security incident 
response, logging and monitoring, and resource and data security for testing the security of these non-relational 
databases.  

This audit and assurance program is unique as it has been practically performed on the Elasticsearch database 
servers deployed in the test cloud environment. The outcome of this audit program is a sample audit document 
which contains use cases of all the major domains, as mentioned above. For every use case, there is an objective – 
to give a brief overview of the requirement for the use case, controls – to demonstrate the specific security 
measures or controls required for them and the testing steps – to enlist all the steps required to perform the audit. 
Additionally, for the technical use cases specially belonging to the Elasticsearch technology, a testing pictorial 
reference document which contains the screenshots of testing steps has been prepared. These pictorial documents 
contain all the required information by an auditor to perform auditing for those test cases. This document not 
only covers the testing and auditing of the main non-relational database or servers but, it contains the steps to test 
for the security of the applications or services which depend on the NoSQL database for its use. Hence, all the 
testing steps are designed considering the vulnerabilities associated due to third-party usage. For the detailed 
information about the  
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use cases, testing procedure and pictorial reference, kindly refer to the sample audit document for Elasticsearch.  

COBIT Cross Reference  

COBIT (Control Objectives for Information and Related Technologies) is a framework which has been developed 
to govern and manage the enterprise I&T. The audit and assurance program has been developed in alignment with 
the ISACA COBIT 2019 framework. The audit and assurance program for NOSQL databases template is aligned 
with the COBIT’s Amazon web services (AWS) audit program developed by ISACA. (ISACA, AMAZON WEB 
SERVICES® (AWS®) AUDITPROGRAM, 2019) The template is designed in such a way that audit program 
provides control objectives and test steps around Identity and access management, Network configuration and 
management, security incident response, logging monitoring and resource data security. 

The framework starts with the enterprise strategy and then finding the enterprise goals which supports that 
strategy. Following enterprise goals are identified with respect to the Audit and assurance program for NoSQL 
databases.  

Reference Balance Scorecard dimension 
(BSC) 

Enterprise Goal 

EG02 Financial Managed Business Risk 

EG03 Financial Compliance with external law and regulation 

EG06 Customer Business service and continuity availability 

EG10 Internal Staff skills, Motivation and Productivity 

EG11 Internal Compliance with internal parties 

Table 3 COBIT-2019 Enterprise Goals (ISACA, COBIT-2019, 2019) 

The enterprise goal EG02 - Managed Business Risks – should be considered because the goal of audit and 
assurance program is to manage the business risks and here the use cases are created to cover most of the 
business risk. Since the developed audit program includes the use cases belonging to the data compliance and 
privacy it satisfies the EG03 goal of the COBIT-2019 framework. The use case is defined to ensure the business 
service and continuity availability of information systems and hence satisfy the EG06 of COBIT-2019 Framework.  

Since there are few risks related to lack of skills, the use case is added to cover this risk and satisfies the EG10 
enterprise goal. The use cases related to password policies are linked to the enterprise goal EG11. 

After understanding the enterprise strategy and goals, the next step is to identify the risks, as per the risk profile of 
the COBIT framework. The risks which have been identified are aligned to the risk profile matrix provided in the 
COBIT-2019 framework and belong to the categories such as IT expertise, enterprise/IT architecture, IT 
operational infrastructure incidents, unauthorized actions, software adoption/usage problems, hardware failure, 
software failure, logical attacks, third-party/supplier incidents, non-compliance, and data information and 
management. (ISACA, COBIT-2019, 2019)  

Before auditing the NoSQL databases, the following five areas have been identified to determine the scope of the 
audit and governance & management objective of COBIT-2019 framework have been linked to each of these areas. 
The governance and management objectives are grouped in five domains EDM (Evaluate Direct and Monitor), 
APO (Align, Plan, and Organize), DSS (Deliver, Service and Support) and MEA (Monitor, Evaluate and Assess).  

1. Identity and Access Management: The identity and access management include the controls which need 
to be applied to manage the user access to the organizational data. In this the Use cases have been created 
to verify the controls related to user privileges, authentication, account lock-out policy has been covered.  
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2. Network Configuration and Management: Another important area that needs to consider while auditing 
the NoSQL database is Network Configuration and Management. This area helps in verifying whether the 
NoSQL database is operating under a secure network. The use cases which ensure network security with 
multiple defense vectors, activation of network, Environment segregation and implication of strong 
firewall rules.  

3. Security Incident Response: The auditing of this area ensures that the organization has a rigid incident 
response plan in case of any incident and has proper detection systems installed to monitor the malicious 
activity. The use cases under this area cover the various aspects of incident response and verify the 
communication plan also in case of any emergency.  

4. Logging and Monitoring: The use cases covered under this verify whether the logs are being generated for 
NoSQL transactions for each user or not. Apart from this, some uses have been developed to verify the 
logs generation related to operation of Primary and secondary nodes.  

5. Resource and Data Security: This area includes the use cases which verify the system reliability and 
security. The uses cases related to server switch-over, data encryption, back-up policy, physical server and 
database directories security. 
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Table 4 COBIT-2019 Mapping with Test Cases (ISACA, COBIT-2019, 2019) 
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Example of alignment of enterprise goals using COBIT-2019 

Example below looks at the enterprise goal EG06-Business Service Continuity and Availability. To start with, the 
primary alignment goals which are mapped to the enterprise goals are required to be identified. As per table V, the 
alignment goal is AG07 i.e., security of information, processing infrastructure and applications, and privacy. There 
are many controls corresponding to the AG07 goal and one of them is DSS04 (Manage Continuity). The use cases 
mapped to these controls that ensure the Managed Continuity are UC3.2, UC5.1, UC5.2, UC5.3, UC5.6.  

After mapping of the auditing use cases to the COBIT goals and controls, testing using these cases are required. 
For this the audit and assurance program spreadsheet 
[https://sites.google.com/student.concordia.ab.ca/cuegraduate-research-project/home] should be referred as it 
contains testing procedures corresponding to each use case.  

Referring to the audit and assurance program spreadsheet, first, the use case UC 3.2 which is under the 
contingency plan category should be conducted. This use case verifies the business continuity and disaster 
recovery plan and includes the verification of business continuity plan document, ensuring proper data backups of 
production environment and services are maintained in the alternative sites, interviewing key team members for 
business continuity plan awareness. Once this use case is conducted, the result with a comment should be 
submitted in the result column of an audit and assurance program spreadsheet by the auditor, as shown in the 
figure.  

 

Figure 1 Snippet of Audit and Assurance Spreadsheet Showing Use case UC3.2  

Second, another use case UC5.1 should be conducted which verifies the health of the cluster by checking whether 
the Elasticsearch server has sufficient secondary nodes, and all are in healthy state. The testing steps for this use 
case are mentioned in the audit and assurance spreadsheet along with the pictorial reference which could be 
referred for screenshots of execution of each step, as shown in the figure.  

 

Figure 2 Snippet of Audit and Assurance Spreadsheet Showing Use Case UC5.1 along with the 
Pictorial Reference Document.  

Similarly, the use case UC 5.2 and all the other use cases should be executed which is related to verification of data 
synchronization among the primary as well as secondary node. The testing steps and pictorial reference could be 
referred to execute the use case. Once all the use cases which are mapped to the specific alignment goal have been 
conducted and resulted as "PASS”, the enterprise goal is considered as being properly supported by IT alignment 
goals with respect to NoSQL technology used. 
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Conclusion  

Although NoSQL databases have rapidly become popular for data storage, there have been some risks related to 
authentication, data privacy, data redundancy and configuration issues. These risks could result into the 
compromise of organizational data or might impact the performance at operational level which might affect 
financial as well as reputational value of an organization. So, in this research, an audit and assurance program 
specifically for NoSQL database technologies has been designed which includes the verification of controls 
specifically for the NoSQL database management systems. The components of the audit program have been linked 
to the COBIT-2019 framework in such a way that the enterprise and alignment goals were supported by the IT 
goals. In addition to it, the template consisting of use cases, testing procedures and pictorial reference documents 
has been designed considering Elasticsearch as the primary database for testing. This could be used by the 
auditors to conduct the auditing process of NoSQL technologies.  

Template for Audit and Assurance program for NoSQL is available at 
[https://sites.google.com/student.concordia.ab.ca/cuegraduate-research-project/home].  
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